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Part I
Computational Statistics



Chapter 1
How Computational Statistics Became the
Backbone of Modern Data Science

James E. Gentle, Wolfgang Karl Hérdle, and Yuichi Mori

This first chapter serves as an introduction and overview for a collection of articles
surveying the current state of the science of computational statistics. Earlier versions
of most of these articles appeared in the first edition of Handbook of Computational
Statistics: Concepts and Methods, published in 2004.

There have been advances in all of the areas of computational statistics, so we
feel that it is time to revise and update this Handbook. This introduction is a revision
of the introductory chapter of the first edition.

1.1 Computational Statistics and Data Analysis

To do data analysis is to do computing. Statisticians have always been heavy users of
whatever computing facilities are available to them. As the computing facilities have
become more powerful over the years, those facilities have obviously decreased
the amount of effort the statistician must expend to do routine analyses. As the
computing facilities have become more powerful, an opposite result has occurred,
however; the computational aspect of the statistician’s work has increased. This is
because of paradigm shifts in statistical analysis that are enabled by the computer.
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Statistical analysis involves use of observational data together with domain
knowledge to develop a model to study and understand a data-generating process.
The data analysis is used to refine the model or possibly to select a different
model, to determine appropriate values for terms in the model, and to use the
model to make inferences concerning the process. This has been the paradigm
followed by statisticians for centuries. The advances in statistical theory over the
past two centuries have not changed the paradigm, but they have improved the
specific methods. The advances in computational power have enabled newer and
more complicated statistical methods. Not only has the exponentially-increasing
computational power allowed use of more detailed and better models, however,
it has shifted the paradigm slightly. Many alternative views of the data can be
examined. Many different models can be explored. Massive amounts of simulated
data can be used to study the model/data possibilities.

When exact models are mathematically intractable, approximate methods, which
are often based on asymptotics, or methods based on estimated quantities must be
employed. Advances in computational power and developments in theory have made
computational inference a viable and useful alternative to the standard methods of
asymptotic inference in traditional statistics. Computational inference is based on
simulation of statistical models.

The ability to perform large numbers of computations almost instantaneously
and to display graphical representations of results immediately has opened many
new possibilities for statistical analysis. The hardware and software to perform
these operations are readily available and are accessible to statisticians with no
special expertise in computer science. This has resulted in a two-way feedback
between statistical theory and statistical computing. The advances in statistical
computing suggest new methods and development of supporting theory; conversely,
the advances in theory and methods necessitate new computational methods.

Computing facilitates the development of statistical theory in two ways. One way
is the use of symbolic computational packages to help in mathematical derivations
(particularly in reducing the occurrences of errors in going from one line to the
next!). The other way is in the quick exploration of promising (or unpromising!)
methods by simulations. In a more formal sense also, simulations allow evaluation
and comparison of statistical methods under various alternatives. This is a widely-
used research method. For example, 66 out of 79 articles published in the Theory
and Methods section of the Journal of the American Statistical Association in 2010
reported on Monte Carlo studies of the performance of statistical methods. (In 2002,
this number was 50 out of 61 articles.) A general outline of many research articles
in statistics is

1. State the problem and summarize previous work on it.

2. Describe a new approach.

3. Work out some asymptotic properties of the new approach.

4. Conduct a Monte Carlo study showing the new approach in a favorable light.

Much of the effort in mathematical statistics has been directed toward the easy
problems of exploration of asymptotic properties. The harder problems for finite
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samples require different methods. Carefully conducted and reported Monte Carlo
studies often provide more useful information on the relative merits of statistical
methods in finite samples from a range of model scenarios.

While to do data analysis is to compute, we do not identify all data analysis,
which necessarily uses the computer, as “statistical computing” or as “compu-
tational statistics”. By these phrases we mean something more than just using
a statistical software package to do a standard analysis. We use the term “sta-
tistical computing” to refer to the computational methods that enable statistical
methods. Statistical computing includes numerical analysis, database methodology,
computer graphics, software engineering, and the computer/human interface. We
use the term “computational statistics” somewhat more broadly to include not
only the methods of statistical computing, but also statistical methods that are
computationally intensive. Thus, to some extent, “computational statistics” refers
to a large class of modern statistical methods. Computational statistics is grounded
in mathematical statistics, statistical computing, and applied statistics. While we
distinguish “computational statistics” from “statistical computing”, the emergence
of the field of computational statistics was coincidental with that of statistical
computing, and would not have been possible without the developments in statistical
computing.

One of the most significant results of the developments in statistical computing
during the past few decades has been the statistical software package. There are
several of these, but a relatively small number that are in widespread use. While
referees and editors of scholarly journals determine what statistical theory and
methods are published, the developers of the major statistical software packages
determine what statistical methods are used. Computer programs have become
necessary for statistical analysis. The specific methods of a statistical analysis are
often determined by the available software. This, of course, is not a desirable
situation, but, ideally, the two-way feedback between statistical theory and statistical
computing dimishes the effect over time.

The importance of computing in statistics is also indicated by the fact that
there are at least ten major journals with titles that contain some variants of both
“computing” and “statistics”. The journals in the mainstream of statistics without
“computing” in their titles also have a large proportion of articles in the fields
of statistical computing and computational statistics. This is because, to a large
extent, recent developments in statistics and in the computational sciences have
gone hand in hand. There are also two well-known learned societies with a pri-
mary focus in statistical computing: the International Association for Statistical
Computing (IASC), which is an affiliated society of the International Statistical
Institute (ISI), and the Statistical Computing Section of the American Statistical
Association (ASA). There are also a number of other associations focused on
statistical computing and computational statistics, such as the Statistical Computing
Section of the Royal Statistical Society (RSS), and the Japanese Society of
Computational Statistics (JSCS).

Developments in computing and the changing role of computations in statistical
work have had significant effects on the curricula of statistical education programs
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both at the graduate and undergraduate levels. Training in statistical computing is a
major component in some academic programs in statistics (see Gentle 2004; Lange
2004; Monahan 2004; Nolan and Temple Lang 2010). In all academic programs,
some amount of computing instruction is necessary if the student is expected to
work as a statistician. The extent and the manner of integration of computing into an
academic statistics program, of course, change with the developments in computing
hardware and software and advances in computational statistics.

‘We mentioned above the two-way feedback between statistical theory and statis-
tical computing. There is also an important two-way feedback between applications
and statistical computing, just as there has always been between applications and
any aspect of statistics. Although data scientists seek commonalities among methods
of data analysis, different areas of application often bring slightly different problems
for the data analyst to address. In recent years, an area called “data mining” or
“knowledge mining” has received much attention. The techniques used in data
mining are generally the methods of exploratory data analysis, of clustering, and of
statistical learning, applied to very large and, perhaps, diverse datasets. Scientists
and corporate managers alike have adopted data mining as a central aspect of
their work. Specific areas of application also present interesting problems to the
computational statistician. Financial applications, particularly risk management and
derivative pricing, have fostered advances in computational statistics. Biological
applications, such as bioinformatics, microarray analysis, and computational biol-
ogy, are fostering increasing levels of interaction with computational statistics.

The hallmarks of computational statistics are the use of more complicated
models, larger datasets with both more observations and more variables, unstruc-
tured and heterogeneous datasets, heavy use of visualization, and often extensive
simulations.

1.2 The Emergence of a Field of Computational Statistics

Statistical computing is truly a multidisciplinary field and the diverse problems have
created a yeasty atmosphere for research and development. This has been the case
from the beginning. The roles of statistical laboratories and the applications that
drove early developments in statistical computing are surveyed by Grier (1999).
As digital computers began to be used, the field of statistical computing came to
embrace not only numerical methods but also a variety of topics from computer
science.

The development of the field of statistical computing was quite fragmented, with
advances coming from many directions — some by persons with direct interest and
expertise in computations, and others by persons whose research interests were in
the applications, but who needed to solve a computational problem. Through the
1950s the major facts relevant to statistical computing were scattered through a
variety of journal articles and technical reports. Many results were incorporated into
computer programs by their authors and never appeared in the open literature. Some
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persons who contributed to the development of the field of statistical computing
were not aware of the work that was beginning to put numerical analysis on a sound
footing. This hampered advances in the field.

1.2.1 Early Developments in Statistical Computing

An early book that assembled much of the extant information on digital computa-
tions in the important area of linear computations was by Dwyer (1951). In the same
year, Von Neumann’s NBS publication (Von Neumann 1951) described techniques
of random number generation and applications in Monte Carlo. At the time of
these publications, however, access to digital computers was not widespread. Dwyer
(1951) was also influential in regression computations performed on calculators.
Some techniques, such as use of “machine formulas”, persisted into the age of
digital computers.

Developments in statistical computing intensified in the 1960s, as access to
digital computers became more widespread. Grier (1991) describes some of the
effects on statistical practice by the introduction of digital computers, and how
statistical applications motivated software developments. The problems of rounding
errors in digital computations were discussed very carefully in a pioneering book by
Wilkinson (1963). A number of books on numerical analysis using digital computers
were beginning to appear. The techniques of random number generation and Monte
Carlo were described by Hammersley and Handscomb (1964). In 1967 the first book
specifically on statistical computing appeared, Hemmerle (1967).

1.2.2 Early Conferences and Formation of Learned Societies

The 1960s also saw the beginnings of conferences on statistical computing and
sections on statistical computing within the major statistical societies. The Royal
Statistical Society sponsored a conference on statistical computing in December
1966. The papers from this conference were later published in the RSS’s Applied
Statistics journal. The conference led directly to the formation of a Working Party
on Statistical Computing within the Royal Statistical Society. The first Symposium
on the Interface of Computer Science and Statistics was held February 1, 1967.
This conference has continued as an annual event with only a few exceptions
since that time (see Billard and Gentle 1993; Goodman 1993; Wegman 1993). The
attendance at the Interface Symposia initially grew rapidly year by year and peaked
at over 600 in 1979. In recent years the attendance has been slightly under 300. The
proceedings of the Symposium on the Interface have been an important repository of
developments in statistical computing. In April, 1969, an important conference on
statistical computing was held at the University of Wisconsin. The papers presented
at that conference were published in a book edited by Milton and Nelder (1969),
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which helped to make statisticians aware of the useful developments in computing
and of their relevance to the work of applied statisticians.

In the 1970s two more important societies devoted to statistical computing were
formed. The Statistical Computing Section of the ASA was formed in 1971 (see
Chambers and Ryan 1990). The Statistical Computing Section organizes sessions
at the annual meetings of the ASA, and publishes proceedings of those sessions.
The International Association for Statistical Computing (IASC) was founded in
1977 as a Section of ISI. In the meantime, the first of the biennial COMPSTAT
Conferences on computational statistics was held in Vienna in 1974. Much later,
regional sections of the IASC were formed, one in Europe and one in Asia. The
European Regional Section of the IASC is now responsible for the organization of
the COMPSTAT conferences.

Also, beginning in the late 1960s and early 1970s, most major academic
programs in statistics offered one or more courses in statistical computing. More
importantly, perhaps, instruction in computational techniques has permeated many
of the standard courses in applied statistics.

As mentioned above, there are several journals whose titles include some
variants of both “computing” and “statistics”. The first of these, the Journal of
Statistical Computation and Simulation, was begun in 1972. There are dozens
of journals in numerical analysis and in areas such as “computational physics”,
“computational biology”, and so on, that publish articles relevant to the fields of
statistical computing and computational statistics.

By 1980 the field of statistical computing, or computational statistics, was well-
established as a distinct scientific subdiscipline. Since then, there have been regular
conferences in the field, there are scholarly societies devoted to the area, there are
several technical journals in the field, and courses in the field are regularly offered
in universities.

1.2.3 The PC

The 1980s was a period of great change in statistical computing. The personal
computer brought computing capabilities to almost everyone. With the PC came
a change not only in the number of participants in statistical computing, but, equally
important, completely different attitudes toward computing emerged. Formerly, to
do computing required an account on a mainframe computer. It required laboriously
entering arcane computer commands onto punched cards, taking these cards to a
card reader, and waiting several minutes or perhaps a few hours for some output —
which, quite often, was only a page stating that there was an error somewhere in the
program. With a personal computer for the exclusive use of the statistician, there
was no incremental costs for running programs. The interaction was personal, and
generally much faster than with a mainframe. The software for PCs was friendlier
and easier to use. As might be expected with many non-experts writing software,
however, the general quality of software probably went down.
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The democratization of computing resulted in rapid growth in the field, and rapid
growth in software for statistical computing. It also contributed to the changing
paradigm of the data sciences.

1.2.4 The Cross Currents of Computational Statistics

Computational statistics of course is more closely related to statistics than to
any other discipline, and computationally-intensive methods are becoming more
commonly used in various areas of application of statistics. Developments in other
areas, such as computer science and numerical analysis, are also often directly
relevant to computational statistics, and the research worker in this field must scan
a wide range of literature.

Numerical methods are often developed in an ad hoc way, and may be reported
in the literature of any of a variety of disciplines. Other developments important
for statistical computing may also be reported in a wide range of journals that
statisticians are unlikely to read. Keeping abreast of relevant developments in
statistical computing is difficult not only because of the diversity of the literature, but
also because of the interrelationships between statistical computing and computer
hardware and software.

An example of an area in computational statistics in which significant devel-
opments are often made by researchers in other fields is Monte Carlo simulation.
This technique is widely used in all areas of science, and researchers in various
areas often contribute to the development of the science and art of Monte Carlo
simulation. Almost any of the methods of Monte Carlo, including random number
generation, are important in computational statistics.

1.2.5 Reproducible Research

Reproducibility in the sense of replication within experimental error has always
been a touchstone of science. In recent years, however, the term “reproducible
research” (RR), or sometimes “reproducible analysis”, has taken on a stronger
meaning. The standards for RR include provision of computer codes (preferably
in source) and/or data that would allow the reader to replicate the reported results
(see Baggerly and Berry 2011).

Many journals enforce these requirements, or at least facilitate the provisions.
The Journal of American Statistical Association, for example, encourages authors
to provide code and/or data, as well as other supporting material. This additional
material is linked with an electronic version of the article at the journal’s web site.

Many articles in computational statistics are written in X and the computa-
tions are done in R. The R code, together with any input data, allows the reader to
perform the same computations for simulations and analyses that yielded the results
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reported in the accompanying text. The Sweave package facilitates the incorporation
of code with text in the same file (see Leisch 2002). Instructions for obtaining
Sweave as well as the current user manual can be obtained at http://www.statistik.
Imu.de/~leisch/Sweave/Sweave-manual.pdf

1.2.6 Literature

Some of the major periodicals in statistical computing and computational statistics
are listed below. Some of these journals and proceedings are refereed rather
rigorously, some refereed less so, and some are not refereed. Although most of these
serials are published in hardcopy form, most are also available electronically.

* ACM Transactions on Mathematical Software, published quarterly by the ACM
(Association for Computing Machinery), includes algorithms in Fortran and C.
Most of the algorithms are available through net1ib. The ACM collection of
algorithms is sometimes called CALGO.
www.acm.org/toms/

* ACM Transactions on Modeling and Computer Simulation, published quarterly
by the ACM.
www.acm.org/tomacs/

* Applied Statistics, published quarterly by the Royal Statistical Society. (Until
1998, it included algorithms in Fortran. Some of these algorithms, with cor-
rections, were collected by Griffiths and Hill, 1985. Most of the algorithms are
available through stat1lib at Carnegie Mellon University.)
www.rss.org.uk/publications/

e Communications in Statistics — Simulation and Computation, published quarterly
by Marcel Dekker. (Until 1996, it included algorithms in Fortran. Until 1982, this
journal was designated as Series B.)
www.dekker.com/servlet/product/productid/SAC/

* Computational Statistics published quarterly by Physica-Verlag (formerly called
Computational Statistics Quarterly).
comst.wiwi.hu-berlin.de/

*  Computational Statistics. Proceedings of the xx'" Symposium on Computational
Statistics (COMPSTAT), published biennially by Physica-Verlag/Springer.

*  Computational Statistics & Data Analysis, published by Elsevier Science. There
are twelve issues per year. (This is also the official journal of the International
Association for Statistical Computing and as such incorporates the Statistical
Software Newsletter.)
www.cbs.nl/isi/csda.htm

* Computing Science and Statistics. This is an annual publication containing
papers presented at the Interface Symposium. Until 1992, these proceedings were
named Computer Science and Statistics: Proceedings of the xx'* Symposium on
the Interface. (The 24th symposium was held in 1992.) In 1997, Volume 29 was

th
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published in two issues: Number 1, which contains the papers of the regular
Interface Symposium; and Number 2, which contains papers from another
conference. The two numbers are not sequentially paginated. Since 1999, the
proceedings have been published only in CD-ROM form, by the Interface
Foundation of North America.

www.galaxy.gmu.edu/stats/IFNA.html

* Journal of Computational and Graphical Statistics, published quarterly as a joint
publication of ASA, the Institute of Mathematical Statistics, and the Interface
Foundation of North America.
www.amstat.org/publications/jcgs/

* Journal of the Japanese Society of Computational Statistics, published once a
year by JSCS.
www.jscs.or.jp/oubun/indexE.html

e Journal of Statistical Computation and Simulation, published in twelve issues
per year by Taylor & Francis.
www.tandf.co.uk/journals/titles/00949655.asp

* Journal of Statistical Software, a free on-line journal that publishes articles, book
reviews, code snippets, and software reviews.
www.jstatsoft.org/

* Proceedings of the Statistical Computing Section, published annually by ASA.
www.amstat.org/publications/

e SIAM Journal on Scientific Computing, published bimonthly by SIAM. This
journal was formerly SIAM Journal on Scientific and Statistical Computing.
www.siam.org/journals/sisc/sisc.htm

» Statistical Computing & Graphics Newsletter, published quarterly by the Statis-
tical Computing and the Statistical Graphics Sections of ASA.
www.statcomputing.org/

 Statistics and Computing, published quarterly by Chapman & Hall.

In addition to literature and learned societies in the traditional forms, an
important source of communication and a repository of information are computer
databases and forums. In some cases, the databases duplicate what is available in
some other form, but often the material and the communications facilities provided
by the computer are not available elsewhere.

1.3 This Handbook

The purpose of this handbook is the same as that of the first edition of Concepts
and Fundamentals. It is to provide a survey of the basic concepts of computational
statistics. A glance at the table of contents reveals a wide range of articles written
by experts in various subfields of computational statistics. The articles are generally
expository, taking the reader from the basic concepts to the current research trends.
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The emphasis throughout, however, is on the concepts and fundamentals. Most
chapters have been revised to provide up-to-date references to the relevant literature.

We have retained the organization of the main body in three parts. Part II
on “statistical computing” addresses the computational methodology; Part III on
“statistical methodology” covers techniques of applied statistics that are computer-
intensive, or otherwise that make use of the computer as a tool of discovery, rather
than as just a large and fast calculator; and, finally, Part IV describes a number of
application areas in which computational statistics plays a major role.

1.3.1 Summary and Overview; Part I1: Statistical Computing

Statistical computing is in the interface of numerical analysis, computer science, and
statistics. This interface includes computer arithmetic, algorithms, database method-
ology, languages and other aspects of the user interface, and computer graphics.

For statistical numerical analysis, it is important to understand how the computer
does arithmetic, and more importantly what the implications are for statistical
(or other) computations. In addition to understanding of the underlying arithmetic
operations, the basic principles of numerical algorithms, such as divide and conquer,
must be in the working knowledge of persons writing numerical software for
statistical applications. Although many statisticians do not need to know the details,
it is important that all statisticians understand the implications of computations
within a system of numbers and operators that is not the same system that we are
accustomed to in mathematics. Anyone developing computer algorithms, no matter
how trivial the algorithm may appear, must understand the details of the computer
system of numbers and operators.

One of the important uses of computers in statistics, and one that is central to
computational statistics, is the simulation of random processes. This is a theme
of several chapters of this handbook, but in Part II, the basic numerical methods
relevant to simulation are discussed. These include the basics of random number
generation, including assessing the quality of random number generators, and
simulation of random samples from various distributions, as well as the class of
methods called Markov chain Monte Carlo. Statistical methods using simulated
samples are discussed further in Part III.

Some chapters of Part II address specific numerical methods, such as methods
for linear algebraic computations, for optimization, and for transforms. Separate
chapters in Part II discuss two specific areas of optimization, the EM algorithm and
its variations, and stochastic optimization. Another chapter describes transforms,
such as the well-known Fourier and wavelet transforms, that effectively restructure
a problem by changing the domain are important statistical functionals.

Other chapters of Part I focus on efficient usage of computing resources. Spe-
cific topics include parallel computing, database management methodology, issues
relating to the user interface, and even paradigms, such as an object orientation, for
software development.
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Statistical graphics, especially interactive and dynamic graphics, play an increas-
ingly prominent role in data analysis. Two chapters of Part II are devoted to this
important area.

1.3.2 Summary and Overview; Part I11: Statistical Methodology

Part III covers several aspects of computational statistics. In this part the emphasis is
on the statistical methodology that is enabled by computing. Computers are useful
in all aspects of statistical data analysis, of course, but in Part III, and generally in
computational statistics, we focus on statistical methods that are computationally
intensive. Although a theoretical justification of these methods often depends on
asymptotic theory, in particular, on the asymptotics of the empirical cumulative
distribution function, asymptotic inference is generally replaced by computational
inference.

The first few chapters of this part deal directly with techniques of computational
inference; that is, the use of cross validation, resampling, and simulation of data-
generating processes to make decisions and to assign a level of confidence to the
decisions. Selection of a model implies consideration of more than one model.
As we suggested above, this is one of the hallmarks of computational statistics:
looking at data through a variety of models. Cross validation and its generalizations
and resampling are important techniques for addressing the problems. Resampling
methods also have much wider applicability in statistics, from estimating variances
and setting confidence regions to larger problems in statistical data analysis.
Computational inference depends on simulation of data-generating processes. Any
such simulation is an experiment, and in Part III, principles for design and analysis
of experiments using computer models are discussed.

Estimation of a multivariate probability density function is also addressed in
Part III. This area is fundamental in statistics, and it utilizes several of the standard
techniques of computational statistics, such as cross validation and visualization
methods.

The next few chapters of Part III address important issues for discovery and
analysis of relationships among variables. One class of models are asymmetric, that
is, models for the effects of a given set of variables (‘“independent variables") on
another variable or set of variables. Smoothing methods for these models, which
include use of kernels, splines, and orthogonal series, are generally nonparametric
or semiparametric. Two important types of parametric asymmetric models discussed
in Part III are generalized linear models and nonlinear regression models. In any
models that explore the relationships among variables, it is often desirable to reduce
the effective dimensionality of a problem. All of these chapters on using models of
variate relationships to analyze data emphasize the computational aspects.

One area in which computational inference has come to play a major role is
in Bayesian analysis. Computational methods have enabled a Bayesian approach in
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practical applications, because no longer is this approach limited to simple problems
or conjugate priors.

Survival analysis, with applications in both medicine and product reliability,
has become more important in recent years. Computational methods for analyzing
models used in survival analysis are discussed in Part III.

The final chapters of Part III address an exciting area of computational statistics.
The general area may be called “data mining”, although this term has a rather
anachronistic flavor because of the hype of the mid-1990s. Other terms such as
“knowledge mining” or “knowledge discovery in databases” (“KDD”) are also used.
To emphasize the roots in artificial intelligence, which is a somewhat discredited
area, the term ‘“computational intelligence” is also used. This is an area in which
machine learning from computer science and statistical learning have merged.

1.3.3 Summary and Overview; Part IV: Statistical Methodology

Many areas of applications can only be addressed effectively using computationally-
intensive statistical methods. This is often because the input datasets are so
large, but it may also be because the problem requires consideration of a large
number of possible alternatives. In Part IV, there are separate chapters on some
areas of applications of computational statistics. One area is finance and eco-
nomics, in which heavy-tailed distributions or models with nonconstant variance are
important.

Human biology has become one of the most important areas of application, and
many computationally-intensive statistical methods have been developed, refined,
and brought to bear on problems in this area. Two important question involve the
geometrical structure of protein molecules and the functions of the various areas
in the brain. While much is known about the order of the components of the
molecules, the three-dimensional structure for most important protein molecules is
not known, and the tools for discovery of this structure need extensive development.
Understanding the functions of different areas in the brain will allow more effective
treatment of diseased or injured areas and the resumption of more normal activities
by patients with neurological disorders.

Another important area of application of computational statistics is computer
network intrusion detection. Because of the importance of computer networks
around the world, and because of their vulnerability to unauthorized or malicious
intrusion, detection has become one of the most important — and interesting — areas
for data mining.

The articles in this handbook cover the important subareas of computational
statistics and give some flavor of the wide range of applications. While the articles
emphasize the basic concepts and fundamentals of computational statistics, they
provide the reader with tools and suggestions for current research topics. The
reader may turn to a specific chapter for background reading and references on a
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particular topic of interest, but we also suggest that the reader browse and ultimately
peruse articles on unfamiliar topics. Many surprising and interesting tidbits will be
discovered!

1.3.4 Other Handbooks in Computational Statistics

This handbook on concepts and fundamentals sets the stage for future handbooks
that go more deeply into the various subfields of computational statistics. These
handbooks will each be organized around either a specific class of theory and
methods, or else around a specific area of application.

The development of the field of computational statistics has been rather frag-
mented. We hope that the articles in this handbook series can provide a more unified
framework for the field.

In the years since the publication of the first volume in the series of Handbooks
in Computational Statistics, which covered general concepts and methods, three
other volumes have appeared. These are on somewhat more narrow topics within
the field of computational statistics: data visualization, partial least squares, and
computational finance.
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Chapter 2
Basic Computational Algorithms

John F. Monahan

2.1 Computer Arithmetic

Numbers are the lifeblood of statistics, and computational statistics relies heavily on
how numbers are represented and manipulated on a computer. Computer hardware
and statistical software handle numbers well, and the methodology of computer
arithmetic is rarely a concern. However, whenever we push hardware and software
to their limits with difficult problems, we can see signs of the mechanics of floating
point arithmetic around the frayed edges. To work on difficult problems with
confidence and explore the frontiers of statistical methods and software, we need
to have a sound understanding of the foundations of computer arithmetic. We need
to know how arithmetic works and why things are designed the way they are.

As scientific computation began to rely heavily on computers, a monumental
decision was made during the 1960s to change from base ten arithmetic to base
two. Humans had been doing base ten arithmetic for only a few hundred years,
during which time great advances were possible in science in a short period of time.
Consequently, the resistance to this change was strong and understandable. The
motivation behind the change to base two arithmetic is merely that it is so very easy
to do addition (and subtraction) and multiplication in base two arithmetic. The steps
are easy enough that a machine can be designed — wire a board of relays — or design
a silicon chip — to do base two arithmetic. Base ten arithmetic is comparatively
quite difficult, as its recent mathematical creation would suggest. However two big
problems arise in changing from base ten to base two: (1) we need to constantly
convert numbers written in base ten by humans to base two number system and then
back again to base ten for humans to read the results, and (2) we need to understand
the limits of arithmetic in a different number system.
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2.1.1 Integer Arithmetic

Computers use two basic ways of writing numbers: fixed point (for integers) and
floating point (for real numbers). Numbers are written on a computer following base
two positional notation. The positional number system is a convention for expressing
a number as a list of integers (digits), representing a number x in base B by a list of
digits a,,, am—1, - - . , a1, ap whose mathematical meaning is

X=au1B" " +...+aB*+aB + ay (2.1)

where the digits a; are integers in {0,..., B — 1}. We are accustomed to what
is known in the West as the Arabic numbers, 0,1,2,...,9 representing those
digits for writing for humans to read. For base two arithmetic, only two digits are
needed {0, 1}. For base sixteen, although often viewed as just a collection of four
binary digits (1 byte = 4 bits), the Arabic numbers are augmented with letters, as
{0,1,2,...,9,a,b,c,d,e, f},sothat fireen = 15en-

The system based on (2.1), known as fixed point arithmetic, is useful for writing
integers. The choice of m = 32 dominates current computer hardware, although
smaller (m = 16) choices are available via software and larger (m = 48)
hardware had been common in high performance computing. Recent advances in
computer architecture may soon lead to the standard changing to m = 64. While
the writing of a number in base two requires only the listing of its binary digits,
a convention is necessary for expression of negative numbers. The survivor of many
years of intellectual competition is the rwo’s complement convention. Here the first
(leftmost) bit is reserved for the sign, using the convention that 0 means positive and
1 means negative. Negative numbers are written by complementing each bit (replace
1 with 0, 0 with 1) and adding one to the result. For m = 16 (easier to display), this
means that 22, and its negative are written as

(0001 0110) = 22y

and
(1 110 1010) = =224, -

Following the two’s complement convention with m bits, the smallest (negative)
number that can be written is —2”~! and the largest positive number is 2! — 1;
zero has a unique representation of (0 000 --- 0000). Basic arithmetic (addition
and multiplication) using two’s complement is easy to code, essentially taking the
form of mod 2! arithmetic, with special tools for overflow and sign changes. See,
for example, Knuth (1997) for history and details, as well as algorithms for base
conversions.

The great advantage of fixed point (integer) arithmetic is that it is so very fast.
For many applications, integer arithmetic suffices, and most nonscientific computer
software only uses fixed point arithmetic. Its second advantage is that it does not
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suffer from the rounding error inherent in its competitor, floating point arithmetic,
whose discussion follows.

2.1.2 Floating Point Arithmetic

To handle a larger subset of the real numbers, the positional notation system includes
an exponent to express the location of the radix point (generalization of the decimal
point), so that the usual format is a triple (sign, exponent, fraction) to represent
a number as

x = (=1)¥EBePonent (g, B~ 4 4, B + ...+ agB7Y) | (2.2)

where the fraction is expressed by its list of base B digits 0.ajazas...ay. To
preserve as much information as possible with the limited d digits to represent the
fraction, normalization is usually enforced, that is, the leading /most significant digit
a; is nonzero — except for the special case x = 0. The mathematical curiosity of
an infinite series expansion of a number has no place here where only d digits are
available. Moreover, a critical issue is what to do when only d digits are available.
Rounding to the nearest number is preferred to the alternative chopping; in the
case of representing w1 = 3.14159265...to d = 5 decimal (B =ten) digits
leads to the more accurate (4, +1,0.31416) in the case of rounding, rather than
(+,+1,0.31415) for the chopping alternative. Notice that normalization and the
use of this positional notation reflects a goal of preserving relative accuracy, or
reducing the relative error in the approximation. The expression of a real number x
in floating point arithmetic can be expressed mathematically in terms of a function
fl : R — F where F is the set of numbers that can be represented using this
notation, the set of floating point numbers. The relative accuracy of this rounding
operation can be expressed as

SIx) =1 +ux, (2.3)

where |u| < U where U is known as the machine unit. Seen in terms of the relative
error of f1(x) in approximating x, the expression above can be rewritten as

lx — fl(x)|/|x| <U for x #0.

For base B arithmetic with d digits and chopping, U = B'~?; rounding reduces U
by a factor of 2.

An important conceptual leap is the understanding that most numbers are
represented only approximately in floating point arithmetic. This extends beyond
the usual irrational numbers such as 7 or e that cannot be represented with a finite
number of digits. A novice user may enter a familiar assignment such as x = 8.6
and, observing that the computer prints out 8.6000004, may consider this an error.



22 J.F. Monahan

When the “8.6” was entered, the computer had to first parse the text “8.6” and
recognize the decimal point and arabic numbers as a representation, for humans,
of a real number with the value 8 + 6 x 10~!. The second step is to convert this
real number to a base two floating point number — approximating this base ten
number with the closest base two number — this is the function f/(-). Just as 1/3
produces the repeating decimal 0.33333... in base 10, the number 8.6 produces
arepeating binary representation 1000.100110011 .. .;,,, and is chopped or rounded
to the nearest floating point number f/(8.6). Later, in printing this same number out,
a second conversion produces the closest base 10 numberto f/(8.6) with few digits;
in this case 8.6000004, not an error at all. Common practice is to employ numbers
that are integers divided by powers of two, since they are exactly represented. For
example, distributing 1,024 equally spaced points makes more sense than the usual
1,000, since j/1024 can be exactly represented for any integer j.

A breakthrough in hardware for scientific computing came with the adoption and
implementation of the IEEE 754 binary floating point arithmetic standard, which has
standards for two levels of precision, single precision and double precision (IEEE
1985). The single precision standard uses 32 bits to represent a number: a single
bit for the sign, 8 bits for the exponent and 23 bits for the fraction. The double
precision standard requires 64 bits, using 3 more bits for the exponent and adds 29
to the fraction for a total of 52. Since the leading digit of a normalized number is
nonzero, in base two the leading digit must be one. As a result, the floating point
form (2.2) above takes a slightly modified form:

Y = (_l)signBexponenl—excess (1 + alB—l 4 azB_Z 4L+ adB—d) (24)

as the fraction is expressed by its list of binary digits 1.ajazas3...as. As a result,
while only 23 bits are stored, it works as if one more bit were stored. The exponent
using 8 bits can range from 0 to 255; however, using an excess of 127, the range
of the difference (exponent — excess) goes from —126 to 127. The finite number of
bits available for storing numbers means that the set of floating point numbers F is
a finite, discrete set. Although well-ordered, it does have a largest number, smallest
number, and smallest positive number. As a result, this IEEE Standard expresses
positive numbers from approximately 1.4 x 107 to 3.4 x 103® with a machine
unit U = 27* ~ 1077 using only 31 bits. The remaining 32nd bit is reserved for
the sign. Double precision expands the range to roughly 1033 with U = 2753 ~
107'°, so the number of accurate digits is more than doubled.

The two extreme values of the exponent are employed for special features. At
the high end, the case exponent = 255 signals two infinities (£00) with the largest
possible fraction. These values arise as the result of an overflow operation. The
most common causes are adding or multiplying two very large numbers, or from
a function call that produces a result that is larger than any floating point number.
For example, the value of exp(x) is larger than any finite number in F for x > 88.73
in single precision. Before adoption of the standard, exp(89.9) would cause the
program to cease operation due to this “exception”. Including +0co as members
of F permits the computations to continue, since a sensible result is now available.
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As a result, further computations involving the value £o0o can proceed naturally,
such as 1/oo = 0. Again using the exponent = 255, but with any other fraction
represents not-a-number, usually written as “NaN”, and used to express the result
of invalid operations, such as 0/0, co — 00, 0 X 00, and square roots of negative
numbers. For statistical purposes, another important use of NaN is to designate
missing values in data. The use of infinities and NaN permit continued execution
in the case of anomalous arithmetic operations, instead of causing computation
to cease when such anomalies occur. The other extreme exponent = 0 signals
a denormalized number with the net exponent of —126 and an unnormalized
fraction, with the representation following (2.2), rather than the usual (2.4) with the
unstated and unstored 1. The denormalized numbers further expand the available
numbers in F, and permit a soft underflow. Underflow, in contrast to overflow,
arises when the result of an arithmetic operation is smaller in magnitude than the
smallest representable positive number, usually caused by multiplying two small
numbers together. These denormalized numbers begin approximately 10738 near the
reciprocal of the largest positive number. The denormalized numbers provide even
smaller numbers, down to 10~%°. Below that, the next number in F is the floating
point zero: the smallest exponent and zero fraction — all bits zero.

Most statistical software employs only double precision arithmetic, and some
users become familiar with apparent aberrant behavior such as a sum of residuals
of 107! instead of zero. While many areas of science function quite well using
single precision, some problems, especially nonlinear optimization, nevertheless
require double precision. The use of single precision requires a sound understand
of rounding error. However, the same rounding effects remain in double precision,
but because their effects are so often obscured from view, double precision may
promote a naive view that computers are perfectly accurate.

The machine unit expresses a relative accuracy in storing a real number as
a floating point number. Another similar quantity, the machine epsilon, denoted by
€m, is defined as the smallest positive number that, when added to one, gives a result
that is different from one. Mathematically, this can be written as

fl(l+x)=1for0<x<ey. (2.5)

Due to the limited precision in floating point arithmetic, adding a number that is
much smaller in magnitude than the machine epsilon will not change the result. For
example, in single precision, the closest floating point number to 1 + 2726 is 1.
Typically, both the machine unit and machine epsilon are nearly the same size, and
these terms are often used interchangeably without grave consequences.

2.1.3 Cancellation

Often one of the more surprising aspects of floating point arithmetic is that some
of the more familiar laws of algebra are occasionally violated: in particular, the
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associative and distributive laws. While most occurrences are just disconcerting to
those unfamiliar to computer arithmetic, one serious concern is cancellation. For
a simple example, consider the case of base ten arithmetic with d = 6 digits,
and take x = 123.456 and y = 123.332, and note that both x and y may have
been rounded, perhaps x was 123.456478 or 123.456000 or 123.455998. Now x
would be stored as (+, 3,0.123456) and y would be written as (4, 3,0.123332),
and when these two numbers are subtracted, we have the unnormalized difference
(4,3,0.000124). Normalization would lead to (+,0,.124???) where merely “?”
represents that some digits need to take their place. The simplistic option is to put
zeros, but 0.124478 is just as good an estimate of the true difference between x
and y as 0.124000, or 0.123998, for that matter. The problem with cancellation
is that the relative accuracy that floating point arithmetic aims to protect has been
corrupted by the loss of the leading significant digits. Instead of a small error in the
sixth digit, we now have that error in the third digit; the relative error has effectively
been magnified by a factor of 1,000 due to the cancellation of the first 3 digits.

The best way to deal with the potential problem caused by catastrophic cancella-
tion is to avoid them. In many cases, the cancellation may be avoided by reworking
the computations analytically to handle the cancellation:

1-2t—1 -2

1-(-2)7" = 1—21  1-21°

In this case, there is significant cancellation when ¢ is small, and catastrophic
cancellation whenever ¢ drops below the machine epsilon. Using six digit decimal
arithmetic to illustrate, at # = 0.001, the left hand expression, 1 — (1 — 21)71, gives

1.00000 — 1.00200 = 0.200000 x 10~>
while the right hand expression, —2¢ /(1 — 2t), gives
0.200401 x 1072,

the correct (rounded) result. The relative error in using the left hand expression is
an unacceptable 0.002. At = 1077, the left hand expression leads to a complete
cancellation yielding zero and a relative error of one. Just a little algebra here avoids
the most of the effect of cancellation. When the expressions involve functions, cases
where cancellation occurs can often be handled by approximations. In the case of
1 —e™, serious cancellation will occur whenever ¢ is very small. The cancellation
can be avoided for this case by using a power series expansion:

l—e' =1—-(1—t+1*/2— .. )~t—1*/2=1(1-1/2) .
When ¢ = 0.0001, the expression 1 — e™ leads to the steps

1.00000 — 0.999900 = 0.100000 x 10~ ,
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while the approximation gives
(0.0001)(0.999950) = 0.999950 x 10~*

which properly approximates the result to six decimal digits. At = 107> and 107°,
similar results occur, with complete cancellation at 10~7. Often the approximation
will be accurate just when cancellation must be avoided.

One application where rounding error must be understood and cancellation
cannot be avoided is numerical differentiation, where calls to a function are used
to approximate a derivative from a first difference:

fr@)=[f(x+h)—fl/h. (2.6)

Mathematically, the accuracy of this approximation is improved by taking 4 very
small; following a quadratic Taylor’s approximation, we can estimate the error as

[fG+h) = fl/h~ f(x)+ %hf”(X).

However, when the function calls f(x) and f(x + h) are available only to limited
precision — a relative error of €,,, taking 4 smaller leads to more cancellation. The
cancellation appears as a random rounding error in the numerator of (2.6) which
becomes magnified by dividing by a small 4. Taking & larger incurs more bias
from the approximation; taking A smaller incurs larger variance from the rounding
error. Prudence dictates balancing bias and variance. Dennis and Schnabel (1983)
recommend using 7 & e,il/ 2 for first differences, but see also Bodily (2002).

The second approach for avoiding the effects of cancellation is to develop
different methods. A common cancellation problem in statistics arises from using
the formula

> oy —ny? 2.7)
i=1
for computing the sum of squares around the mean. Cancellation can be avoided by
following the more familiar two-pass method

> i =) 2.8)

i=1

but this algorithm requires all of the observations to be stored and repeated updates
are difficult. A simple adjustment to avoid cancellation, requiring only a single pass
and little storage, uses the first observation to center:

DG =M= i =) —nn -y’ (2.9)

i=1 i=1
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An orthogonalization method from regression using Givens rotations (see Chan et al.
1983) can do even better to find s, = > 1, (y; — ¥)*:

i =ti—1 + yi (2.10)
si = Sim1+ (iy —6)*/ (@ = 1) . Q.11
To illustrate the effect of cancellation, take the simple problem of n = 5

observations, y; = 4,152 + i so that y; = 4,153 through ys = 4,157. Again
using six decimal digits, the computations of the sum and mean encounter no
problems, and we easily get ¥ = 4,155 or 0.415500 x 10%, and }_y; = 20,775
or 0.207750 x 10°. However, each square loses some precision in rounding:

y1 =4,153,  y? =4,153* = 17,247,409 roundedto 0.172474 x 10
y» = 4,154, y3 = 4,154 = 17,255,716 roundedto 0.172557 x 10
y3 = 4,155, y3 = 4,155 = 17,264,025 roundedto 0.172640 x 10°
ys = 4,156, y?=4,156" = 17,272,336 roundedto 0.172723 x 10°
ys = 4,157, y2 = 4,157 = 17,280,649 roundedto 0.172806 x 10% .

Summing the squares encounters no further rounding on its way to 0.863200 x 108,
and we compute the corrected sum of squares as

0.863200 x 10% — (0.207750 x 10°) x 4,155
0.863200 x 10® —0.863201 x 10® = —100 .

The other three algorithms, following (2.8), (2.9), (2.10), and (2.11), each give the
perfect result of 10 in this case.

Admittedly, while this example is contrived to show an absurd result, a negative
sum of squares, the equally absurd value of zero is hardly unusual. Similar computa-
tions — differences of sum of squares — are routine, especially in regression and in the
computation of eigenvalues and eigenvectors. In regression, the orthogonalization
method (2.10) and (2.11) is more commonly seen in its general form. In all these
cases, simply centering can improve the computational difficulty and reduce the
effect of limited precision arithmetic.

2.1.4 Accumulated Roundoff Error

Another problem with floating point arithmetic is the sheer accumulation of
rounding error. While many applications run well in spite of a large number
of calculations, some approaches encounter surprising problems. An enlightening
example is just to add up many ones: 1 + 1 4+ 1 + .... Astonishingly, this infinite
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series appears to converge — the partial sums stop increasing as soon as the ratio of
the new number to be added, in this case, one, to the current sum (n) drops below
the machine epsilon. Following (2.5), we have fl(n + 1) = fl(n), from which
we find

I/n~e€, or nxl/e,.

So you will find the infinite series of ones converging to 1/¢,,. Moving to double
precision arithmetic pushes this limit of accuracy sufficiently far to avoid most
problems — but it does not eliminate them. A good mnemonic for assessing the effect
of accumulated rounding error is that doing m additions amplifies the rounding
error by a factor of m. For single precision, adding 1,000 numbers would look
like a relative error of 10™* which is often unacceptable, while moving to double
precision would lead to an error of 107!, Avoidance strategies, such as adding
smallest to largest and nested partial sums, are discussed in detail in Monahan,
(2001, Chap. 2).

2.1.5 Interval Arithmetic

One of the more interesting methods for dealing with the inaccuracies of floating
point arithmetic is interval arithmetic. The key is that a computer can only do
arithmetic operations: addition, subtraction, multiplication, and division. The novel
idea, though, is that instead of storing the number x, its lower and upper bounds
(x,X) are stored, designating an interval for x. Bounds for each of these arithmetic
operations can be then established as functions of the input. For addition, the
relationship can be written as:

X+y<x+y<x+y.

Similar bounds for the other three operations can be established. The propagation
of rounding error through each step is then captured by successive upper and
lower bounds on intermediate quantities. This is especially effective in probability
calculations using series or continued fraction expansions. The final result is an
interval that we can confidently claim contains the desired calculation. The hope
is always that interval is small. Software for performing interval arithmetic has
been implemented in a practical fashion by modifying a Fortran compiler. See, for
example, Hayes (2003) for an introductory survey, and Kearfott and Kreinovich
(1996) for articles on applications.

2.2 Algorithms

An algorithm is a list of directed actions to accomplish a designated task. Cooking
recipes are the best examples of algorithms in everyday life. The level of a cookbook
reflects the skills of the cook: a gourmet cookbook may include the instruction
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“saute the onion until transparent” while a beginner’s cookbook would describe
how to choose and slice the onion, what kind of pan, the level of heat, etc. Since
computers are inanimate objects incapable of thought, instructions for a computer
algorithm must go much, much further to be completely clear and unambiguous,
and include all details.

Most cooking recipes would be called single pass algorithms, since they are a list
of commands to be completed in consecutive order. Repeating the execution of the
same tasks, as in baking batches of cookies, would be described in algorithmic terms
as looping. Looping is the most common feature in mathematical algorithms, where
a specific task, or similar tasks, are to be repeated many times. The computation of
an inner product is commonly implemented using a loop:

aTb =a\by +ab, +...+a,b, ,

implemented as

s =0
doi=1ton

s =S5 +a; xXb;
end do

where the range of the loop includes the single statement with a multiplication and
addition. In an iterative algorithm, the number of times the loop is be repeated is
not known in advance, but determined by some monitoring mechanism. For math-
ematical algorithms, the focus is most often monitoring convergence of a sequence
or series. Care must be taken in implementing iterative algorithms to insure that, at
some point, the loop will be terminated, otherwise an improperly coded procedure
may proceed indefinitely in an infinite loop. Surprises occur when the convergence
of an algorithm can be proven analytically, but, because of the discrete nature of
floating point arithmetic, the procedure implementing that algorithm may not con-
verge. For example, in a square-root problem to be examined further momentarily,
we cannot find x € F so that x X x is exactly equal to 2. The square of one number
may be just below two, and the square of the next largest number in F may be larger
than 2. When monitoring convergence, common practice is to convert any test for
equality of two floating point numbers or expressions to tests of closeness:

if (abs(x*x — 2) < eps) then exit. (2.12)

Most mathematical algorithms have more sophisticated features. Some algorithms
are recursive, employing relationships such as the gamma function: I'(x 4+ 1) =
xI"(x) so that new values can be computed using previous values. Powerful
recursive algorithms, such as the Fast Fourier Transform (FFT) and sorting
algorithms, follow a divide-and-conquer paradigm: to solve a big problem, break
it into little problems and use the solutions to the little problems to solve the big
problem. In the case of sorting, the algorithm may look something like:
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algorithm sort (list)

break list into two pieces: first and second

sort (first)

sort (second)

put sorted lists first and second together to form
one sorted Ilist

end algorithm sort

Implemented recursively, a big problem is quickly broken into tiny pieces and
the key to the performance of divide-and-conquer algorithms is in combining the
solutions to lots of little problems to address the big problem. In cases where these
solutions can be easily combined, these recursive algorithms can achieve remarkable
breakthroughs in performance. In the case of sorting, the standard algorithm, known
as bubblesort, takes O(n?) work to sort a problem of size n — if the size of
the problem is doubled, the work goes up by factor of 4. The Discrete Fourier
Transform, when written as the multiplication of an n x n matrix and a vector,
involves n? multiplications and additions. In both cases, the problem is broken
into two subproblems, and the mathematics of divide and conquer follows a simple
recursive relationship, that the time/work 7'(n) to solve a problem of size n is the
twice the time/work to solve two subproblem with half the size, plus the time/work
C(n), to put the solutions together:

T(n) = 2T (n/2) + C(n) . (2.13)

In both sorting and the Discrete Fourier Transform, C(n) & c¢n 4+ d, which leads
to T(n) = cnlog(n) + O(n). A function growing at the rate O(nlogn) grows
so much slower than O(n?), that the moniker “Fast” in Fast Fourier Transform
is well deserved. While some computer languages preclude the use of recursion,
recursive algorithms can often be implemented without explicit recursion through
clever programming.

The performance of an algorithm may be measured in many ways, depending on
the characteristics of the problems the it may be intended to solve. The sample
variance problem above provides an example. The simple algorithm using (2.7)
requires minimal storage and computation, but may lose accuracy when the variance
is much smaller than the mean: the common test problem for exhibiting catastrophic
cancellation employs y; = 22 + i for single precision. The two-pass method (2.8)
requires all of the observations to be stored, but provides the most accuracy and least
computation. Centering using the first observation (2.9) is nearly as fast, requires
no extra storage, and its accuracy only suffers when the first observation is unlike
the others. The last method, arising from the use of Givens transformations (2.10)
and (2.11), also requires no extra storage, gives sound accuracy, but requires more
computation. As commonly seen in the marketplace of ideas, the inferior methods
have not survived, and the remaining competitors all have tradeoffs with speed,
storage, and numerical stability.
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2.2.1 Iterative Algorithms

The most common difficult numerical problems in statistics involve optimization, or
root-finding: maximum likelihood, nonlinear least squares, M-estimation, solving
the likelihood equations or generalized estimating equations. And the algorithms
for solving these problems are typically iterative algorithms, using the results from
the current step to direct the next step.

To illustrate, consider the problem of computing the square root of a real
number y. Following from the previous discussion of floating point arithmetic,
we can restrict y to the interval (1,2). One approach is to view the problem as
a root-finding problem, that is, we seek x such that f(x) = x> — y = 0. The
bisection algorithm is a simple, stable method for finding a root. In this case, we
may start with an interval known to contain the root, say (xj, x;), with x; = 1
and x, = 2. Then bisection tries x3 = 1.5, the midpoint of the current interval. If
f(x3) <0, then x;3 < /Y < X2, and the root is known to belong in the new interval
(x3, x2). The algorithm continues by testing the midpoint of the current interval,
and eliminating half of the interval. The rate of convergence of this algorithm is
linear, since the interval of uncertainty, in this case, is cut by a constant (1/2) with
each step. For other algorithms, we may measure the rate at which the distance from
the root decreases. Adapting Newton’s method to this root-finding problem yields
Heron’s iteration

1
Xpg1 = E(xn +y/xa) .

Denoting the solution as x* = ,/y, the error at step n can be defined as €, =
X, — x*, leading to the relationship

1e
i =5t (2.14)

n

This relationship of the errors is usually called quadratic convergence, since the new
error is proportional to the square of the error at the previous step. The relative error
8, = (x, — x*)/x* follows a similar relationship,

6y = %53/(1 +6,) . (2.15)

Here, the number of accurate digits is doubled with each iteration. For the secant
algorithm, analysis of the error often leads to a relationship similar to (2.14), but
len+1| =~ Cley|?, with 1 < p < 2, achieving a rate of convergence known as
superlinear. For some well-defined problems, as the square root problem above, the
number of iterations needed to reduce the error or relative error below some criterion
can be determined in advance.

While we can stop this algorithm when f(x,) = 0, as discussed previously, there
may not be any floating point number that will give a zero to the function, hence the
stopping rule (2.12). Often in root-finding problems, we stop when | f(x,)| is small
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enough. In some problems, the appropriate “small enough” quantity to ensure the
desired accuracy may depend on parameters of the problem, as in this case, the value
of y. As a result, termination criterion for the algorithm is changed to: stop when
the relative change in x is small

[Xn+1 — Xnl/|Xa] <6 .

While this condition may cause premature stopping in rare cases, it will prevent
infinite looping in other cases. Many optimization algorithms permit the iteration
to be terminated using any combination — and “small enough” is within the user’s
control. Nevertheless, unless the user learns a lot about the nature of the problem
at hand, an unrealistic demand for accuracy can lead to unachievable termination
criteria, and an endless search.

As discussed previously, rounding error with floating point computation affects
the level of accuracy that is possible with iterative algorithms for root-finding. In
general, the relative error in the root is at the same relative level as the computation
of the function. While optimization problems have many of the same characteristics
as root-finding problems, the effect of computational error is a bit more substantial:
k digits of accuracy in the function to be optimization can produce but k /2 digits in
the root/solution.

2.2.2 Iterative Algorithms for Optimization
and Nonlinear Equations

In the multidimensional case, the common problems are solving a system of
nonlinear equations or optimizing a function of several variables. The most common
tools for these problems are Newton’s method or secant-like variations. Given the
appropriate regularity conditions, again we can achieve quadratic convergence with
Newton’s method, and superlinear convergence with secant-like variations. In the
case of optimization, we seek to minimize f(x), and Newton’s method is based on
minimizing the quadratic approximation:

()~ fxo) + (x —x0) 'V f(x0) + (x —x0) T V? f(x0)(x — x0) .
This leads to the iteration step
XD = x 0 _[v2f (x(”))]_l VI (x™) .

In the case of solving a system of nonlinear equations, g (x) = 0, Newton’s method
arises from solving the affine (linear) approximation

g(x) ~ g (x0) + Jg (x0) (x —x9) ,
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leading to a similar iteration step
20D =@ [F ()] g (2™

In both cases, under suitable smoothness conditions, the Newton iteration will
achieve quadratic convergence — using norms to measure the error at each step:

R R

For both problems, Newton’s method requires the computation of lots of derivatives,
either the gradient V f(x() and Hessian V2 f(x), or the Jacobian matrix J 4 (x ).
In the univariate root-finding problem, the secant method arises by approximating
the derivative with the first difference using the previous evaluation of the function.
Secant analogues can be constructed for both the optimization and nonlinear
equations problems, with similar reduction in the convergence rate: from quadratic
to superlinear.

In both problems, the scaling of the parameters is quite important, as measuring
the error with the Euclidean norm presupposes that errors in each component are
equally weighted. Most software for optimization includes a parameter vector for
suitably scaling the parameters, so that one larger parameter does not dominate the
convergence decision. In solving nonlinear equations, the condition of the problem
is given by

ey

(as in solving linear equations) and the problem of scaling involves the components
of g(x). In many statistical problems, such as robust regression, the normal
parameter scaling issues arise with the covariates and their coefficients. However,
one component of g(x), associated with the error scale parameter may be orders
of magnitude larger or smaller than the other equations. As with parameter scaling,
this is often best done by the user and is not easily overcome automatically.

With the optimization problem, there is a natural scaling with V f(x) in contrast
with the Jacobian matrix. Here, the eigenvectors of the Hessian matrix V2 f(x)
dictate the condition of the problem; see, for example, Gill et al. (1981) and Dennis
and Schnabel (1983). Again, parameter scaling remains one of the most important
tools.
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Chapter 3
Random Number Generation

Pierre L’Ecuyer

3.1 Introduction

The fields of probability and statistics are built over the abstract concepts of
probability space and random variable. This has given rise to elegant and powerful
mathematical theory, but exact implementation of these concepts on conventional
computers seems impossible. In practice, random variables and other random
objects are simulated by deterministic algorithms. The purpose of these algorithms
is to produce sequences of numbers or objects whose behavior is very hard to
distinguish from that of their “truly random” counterparts, at least for the application
of interest. Key requirements may differ depending on the context. For Monte Carlo
methods, the main goal is to reproduce the statistical properties on which these
methods are based, so that the Monte Carlo estimators behave as expected, whereas
for gambling machines and cryptology, observing the sequence of output values for
some time should provide no practical advantage for predicting the forthcoming
numbers better than by just guessing at random.

In computational statistics, random variate generation is usually made in two
steps: (1) generating imitations of independent and identically distributed (i.i.d.)
random variables having the uniform distribution over the interval (0, 1) and (2)
applying transformations to these i.i.d. U(0, 1) random variates to generate (or
imitate) random variates and random vectors from arbitrary distributions. These
two steps are essentially independent and the world’s best experts on them are two
different groups of scientists, with little overlap. The expression (pseudo)random
number generator (RNG) usually refers to an algorithm used for step (1).
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In principle, the simplest way of generating a random variate X with distribution
function F from a U(0, 1) random variate U is to apply the inverse of F to U:

défmin{x | F(x) > U}. (3.1

X =FY(U)
This is the inversion method. It is easily seen that X has the desired distribution:
P[X < x] = P[F7'(U) < x] = P[U < F(x)] = F(x). Other methods are
sometimes preferable when F~! is too difficult or expensive to compute, as will be
seen later.

The remainder of this chapter is organized as follows. In the next section,
we give a definition and the main requirements of a uniform RNG. Generators
based on linear recurrences modulo a large integer m, their lattice structure and
quality criteria, and their implementation, are covered in Sect.3.3. In Sect. 3.4,
we have a similar discussion for RNGs based on linear recurrences modulo 2.
Nonlinear RNGs are briefly presented in Sect. 3.5. In Sect. 3.6, we discuss empirical
statistical testing of RNGs and give some examples. Section 3.7 contains a few
pointers to recommended RNGs and software. In Sect. 3.8, we cover non-uniform
random variate generators. We first discuss inversion and its implementation in
various settings. We then explain the rejection, ratio-of-uniform, composition and
convolution methods, provide pointers to other methods that apply in special cases,
and discuss multivariate distributions.

Important basic references that we recommend are Knuth (1998), L’Ecuyer
(1994, 1998), Niederreiter (1992), and Tezuka (1995) for uniform RNGs, and
Devroye (1986, 2006), Gentle (2003), and Hormann et al. (2004) for non-uniform
RNGs.

3.2 Uniform Random Number Generators

3.2.1 Physical Devices

Random numbers can be generated via physical mechanisms such as the timing
between successive events in atomic decay, thermal noise in semiconductors, photon
counting and photon trajectory detectors, and the like. A key issue when construct-
ing a RNG based on a physical device is that a “random” or “chaotic” output
does not suffice; the numbers produced must be, at least to a good approximation,
realizations of independent and uniformly distributed random variables. If the
device generates a stream of bits, which is typical, then each bit should be O or
1 with equal probability, and be independent of all the other bits. In general, this
cannot be proved, so one must rely on the results of empirical statistical testing to
get convinced that the output values have the desired statistical behavior, at least
approximately. Not all these devices are reliable, but some are and, as far as we
know, they pass all statistical tests that can be run in reasonable time.
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For computational statistics, physical devices have several disadvantages com-
pared to a good algorithmic RNG that stands in a few lines of code. For example,
(a) they are much more cumbersome to install and run; (b) they are more costly; (c)
they are slower; (d) they cannot reproduce exactly the same sequence twice. Item
(d) is important in several contexts, including program verification and debugging
as well as comparison of similar systems by simulation with common random
numbers to reduce the variance (Bratley et al. 1987; Fishman 1996; Law and Kelton
2000). Nevertheless, these physical RNGs can be useful for selecting the seed of an
algorithmic RNG, more particularly for applications in cryptology and for gaming
machines, where frequent reseeding of the RNG with an external source of entropy
(or randomness) is important. A good algorithmic RNG whose seed is selected at
random can be viewed as an extensor of randomness, stretching a short random seed
into a long sequence of pseudorandom numbers.

3.2.2 Generators Based on a Deterministic Recurrence

RNGs used for simulation and other statistical applications are almost always based
on deterministic algorithms that fit the following framework, taken from L’Ecuyer
(1994): aRNG is a structure (S, i, f,U, g) where S is a finite set of states (the state
space), | is a probability distribution on S used to select the initial state (or seed)
S0, [ S — S is the transition function, U is the output space, and g : S — U is
the output function. Usually, U = (0, 1), and we shall assume henceforth that this is
the case. The state of the RNG evolves according to the recurrence s; = f(s;—1), for
i > 1, and the output at step i is u; = g(s;) € U. The output values ug, uy, us, . . .
are the so-called random numbers produced by the RNG.

Because S is finite, there must be some finite / > 0 and j > 0 such that
Si+j = s;. Then, for all i > [, one has s;4; = s; and u;4+; = u;, because both
f and g are deterministic. That is, the state and output sequences are eventually
periodic. The smallest positive j for which this happens is called the period of the
RNG, and is denoted by p. When [ = 0, the sequence is said to be purely periodic.
Obviously, p < |S]|, the cardinality of S. If the state has a k-bit representation on
the computer, then p < 2. Good RNGs are designed so that their period p is not
far from that upper bound. In general, the value of p may depend on the seed sy, but
good RNGs are normally designed so that the period is the same for all admissible
seeds.

In practical implementations, it is important that the output be strictly between 0
and 1, because F~'(U) is often infinite when U is 0 or 1. All good implementations
take care of that. However, for the mathematical analysis of RNGs, we often assume
that the output space is [0, 1) (i.e., 0 is admissible), because this simplifies the
analysis considerably without making much difference in the mathematical structure
of the generator.
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3.2.3 Quality Criteria

What important quality criteria should we consider when designing RNGs? An
extremely long period is obviously essential, to make sure that no wrap-around
over the cycle can occur in practice. The length of the period must be guaranteed
by a mathematical proof. The RNG must also be efficient (run fast and use only
a small amount of memory), repeatable (able to reproduce exactly the same
sequence as many times as we want), and portable (work the same way in different
software/hardware environments). The availability of efficient jump-ahead methods
that can quickly compute s; 1, given s;, for any large v and any i, is also very useful,
because it permits one to partition the RNG sequence into long disjoint streams and
substreams of random numbers, to create an arbitrary number of virtual generators
from a single RNG (Law and Kelton 2000; L’Ecuyer 2008; L’Ecuyer et al. 2002).
These virtual generators can be used on parallel processors or to support different
sources of randomness in a large simulation model, for example.

To show that these properties are not sufficient, consider a RNG with state space
S =1{0,...,2!%0 _ 1} transition function s; ; = f(s;) = (s; + 1) mod 2'°%°_ and
u; = g(s;) = s;/2'°%°, This RNG has period 2! and enjoys all the nice properties
described in the preceding paragraph, but it is far from imitating “randomness.”

A sequence of real-valued random variables ug, uy, u, ... are i.i.d. U(0, 1) if
and only if for all integers i > 0 and ¢ > 0, the vector w;; = (Ui, ..., Ujiti—1)
is uniformly distributed over the ¢#-dimensional unit hypercube (0, 1)’. Of course,
this cannot hold for algorithmic RNGs because any vector of ¢ successive values
produced by the generator must belong to the finite set

¥ = {(uo. ... . u—1) : 50 € S}

which is the set of all vectors of ¢ successive output values, from all possible initial
states. Here we interpret ¥; as a multiset, which means that the vectors are counted
as many times as they appear, and the cardinality of ¥; is exactly equal to that of S.

Suppose we select the seed sy at random, uniformly over S. This can be
approximated by using some physical device, for example. Then, the vector ug,
has the uniform distribution over the finite set ¥;. And if the sequence is purely
periodic for all so, w;; = (u;, ..., u;i4+,—1) is also uniformly distributed over ¥; for
all i > 0. Since the goal is to approximate the uniform distribution over (0, 1),
it immediately becomes apparent that ¥; should be evenly spread over this unit
hypercube. In other words, ¥; approximates (0, 1) as the sample space from which
the vectors of successive output values are drawn randomly, so it must be a good
approximation of (0, 1)’ in some sense. The design of good-quality RNGs must
therefore involve practical ways of measuring the uniformity of the corresponding
sets ¥; even when they have huge cardinalities. In fact, a large state space S is
necessary to obtain a long period, but an even more important reason for having a
huge number of states is to make sure that ¥; can be large enough to provide a good
uniform coverage of the unit hypercube, at least for moderate values of 7.
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More generally, we may also want to measure the uniformity of sets of the form
v = {(Lt,'l, . ,Ltit) | S0 € S},

where I = {iy,---,i,} is a fixed set of non-negative integers such that 0 < i; <
.-+ < I;. As a special case, we recover ¥, = ¥; when I = {0,...,t—1}. Of course,
there are so many such sets ¥; that we cannot examine the uniformity over all of
them, but we can do it over a selected class 7 of such sets deemed more important.

The uniformity of a set ¥ is typically assessed by measuring the discrepancy
between the empirical distribution of its points and the uniform distribution over
(0, 1)" (Ecuyer 2009; L’Ecuyer and Lemieux 2002; Niederreiter 1992). Discrep-
ancy measures are equivalent to goodness-of-fit test statistics for the multivariate
uniform distribution. They can be defined in many different ways. The choice of a
specific definition typically depends on the mathematical structure of the RNG to
be studied and the reason for this is very pragmatic: we must be able to compute
these measures quickly even when S has very large cardinality, for instance 22%
or more. This obviously excludes any method that requires explicit generation of
the sequence over its entire period. The selected discrepancy measure is usually
computed for each set / in a predefined class 7, these values are weighted or
normalized by factors that depend on 7, and the worst-case (or average) over J is
adopted as a figure of merit used to rank RNGs. The choice of 7 and of the weights
are arbitrary. Typically, J would contain sets / such that ¢ and i; — i are rather
small. Examples of such figures of merit will be given when we discuss specific
classes of RNGs.

3.2.4 Statistical Testing

Good RNGs are designed based on mathematical analysis of their properties, then
implemented and submitted to batteries of empirical statistical tests. These tests try
to detect empirical evidence against the null hypothesis Hy: “the u; are realizations
of i.i.d. U(0, 1) random variables.” A test can be defined by any function 7" that
maps a sequence ug, Ui, ... in (0, 1) to a real number X, and for which a good
approximation is available for the distribution of the random variable X under H,.
For the test to be implementable, X must depend on only a finite (but perhaps
random) number of u;’s. Passing many tests may improve one’s confidence in the
RNG, but never guarantees that the RNG is foolproof for all kinds of simulations.
Building a RNG that passes all statistical tests is an impossible dream. Consider,
for example, the class of all tests that examine the first (most significant) b bits of n
successive output values, uy, . .., u,—1, and return a binary value X € {0, 1}. Select
a € (0, 1) so that «2"? is an integer and let 7, o be the set of tests in this class that
return X = 1 for exactly a2’ of the 2"° possible output sequences. We say that
the sequence fails the test when X = 1. This 7, 5 is the set of all statistical tests
of (exact) level a. Its cardinality is equal to the number of ways of choosing a2"”
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distinct objects among 2"?. The chosen objects are the sequences that fail the test.
For any given output sequence, the number of tests in 7, 5 that return 1 for this
sequence is equal to the number of ways of choosing the other @2"” — 1 sequences
that also fail the test. This is the number of ways of choosing a2"® — 1 distinct
objects among 2"? — 1. In other words, as pointed out by Leeb (1995), every output
sequence fails exactly the same number of tests! Viewed from a different angle,
it is a restatement of the well-known fact that under H,, each of the 2"? possible
sequences has the same probability of occurring, so one may argue that none should
be considered more random than any other (Knuth 1998).

This viewpoint seems to lead into a dead end. For statistical testing to be
meaningful, all tests should not be considered on equal footing. So which ones are
more important? Any answer is tainted with arbitrariness. However, for large values
of n, the number of tests is huge and all but a tiny fraction are too complicated even
to be implemented. So we may say that bad RNGs are those that fail simple tests,
whereas good RNGs fail only complicated tests that are hard to find and run. This
common-sense compromise has been generally adopted in one way or another.

Experience shows that RNGs with very long periods, good structure of their set
¥, and based on recurrences that are not too simplistic, pass most reasonable tests,
whereas RNGs with short periods or bad structures are usually easy to crack by
standard statistical tests. For sensitive applications, it is a good idea, when this
is possible, to apply additional statistical tests designed in close relation with the
random variable of interest (e.g., based on a simplification of the stochastic model
being simulated, and for which the theoretical distribution can be computed).

Our discussion of statistical tests continues in Sect.3.6. A key reference is
L’Ecuyer and Simard (2007).

3.2.5 Cryptographically Strong Generators

One way of defining an ideal RNG would be that no statistical test can distinguish
its output sequence from an i.i.d. U(0, 1) sequence. If an unlimited computing time
is available, no finite-state RNG can satisfy this requirement, because by running
it long enough one can eventually figure out its periodicity. But what if we impose
a limit on the computing time? This can be analyzed formally in the framework
of asymptotic computational complexity theory, under the familiar “rough-cut”
assumption that polynomial-time algorithms are practical and others are not.
Consider a family of RNGs {G, = (Sk, pk, fi. Uk, gk), k = 1,2, ...} where Sk
of cardinality 2% (i.e., Gx has a k-bit state). Suppose that the transition and output
functions f and g can be computed in time bounded by a polynomial in k. Let 7
be the class of statistical tests that run in time bounded by a polynomial in k and
try to differentiate between the output sequence of the RNG and an i.i.d. U(0, 1)
sequence. The RNG family is called polynomial-time perfect if there is a constant
€ > 0 such that for all k, no test in 7 can differentiate correctly with probability
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larger than 1/2 + e~*¢. This is equivalent to asking that no polynomial-time
algorithm can predict any given bit of #; with probability of success larger than
1/2+ e~ke after observing uo, . .., ;. This links unpredictability with statistical
uniformity and independence. For the proofs and additional details, see, e.g. Blum
et al. (1986), L’Ecuyer and Proulx (1989), Lagarias (1993), and Luby (1996).
This theoretical framework has been used to define a notion of reliable RNG in
the context of cryptography. But the guarantee is only asymptotic; it does not
necessarily tell what value of k is large enough for the RNG to be secure in practice.
Moreover, specific RNG families have been proved to be polynomial-time perfect
only under yet unproven conjectures. So far, no one has been able to prove even
their existence. Most RNGs discussed in the remainder of this chapter are known
not to be polynomial-time perfect. However, they are fast, convenient, and have
good enough statistical properties when their parameters are chosen carefully.

3.3 Linear Recurrences Modulo m

3.3.1 The Multiple Recursive Generator
The most widely used RNGs are based on the linear recurrence
X = (alx,-_l + e b apxi—k) mod m, 3.2)

where m and k are positive integers called the modulus and the order, and the

coefficients ay, ..., ay are in Z,,, interpreted as the set {0,...,m — 1} on which
all operations are performed with reduction modulo m. The state at step i is
Si = X; = (Xick41r--- ,xi)T. When m is a prime number, the finite ring Z,,

is a finite field and it is possible to choose the coefficients a; so that the period
reaches p = mk — 1 (the largest possible value) (Knuth 1998). This maximal
period is achieved if and only if the characteristic polynomial of the recurrence,
P(z) = F—a 1= —q,isa primitive polynomial over Z,,, i.e., if and only if
the smallest positive integer v such that (z” mod P(z)) mod m = 1isv = m* — 1.
Knuth (1998) explains how to verify this for a given P(z). For k > 1, for P(2) to
be a primitive polynomial, it is necessary that a; and at least another coefficient
be nonzero. Finding primitive polynomials of this form is generally easy and they
yield the simplified recurrence:

Xp = (ayXxy—r + axx,—x) mod m. (3.3)
A multiple recursive generator (MRG) uses (3.2) with a large value of m and

defines the output as u; = x; /m. For k = 1, this is the classical linear congruential
generator (LCG). In practice, the output function is modified slightly to make sure
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that u; never takes the value 0 or 1 (e.g., one may define u; = (x; + 1)/(m + 1),
oru; = x;/(m+1)if x;, > 0and u; = m/(m + 1) otherwise) but to simplify
the theoretical analysis, we will follow the common convention of assuming that
u; = x;/m (in which case u; does take the value 0 occasionally).

3.3.2 The Lattice Structure

Let e; denote the ith unit vector in k dimensions, with a 1 in position i and

0’s elsewhere. Denote by x;, X; 1, X;2,... the values of x¢, x|, X2, ... produced
by the recurrence (3.2) when the initial state Xy is e;. An arbitrary initial state
X0 = (21,... ,Zk)T can be written as the linear combination z,e; + --- 4+ zx€; and

the corresponding sequence is a linear combination of the sequences (x; 0, X; 1, - - - ),
with reduction of the coordinates modulo m. Conversely, any such linear combina-
tion reduced modulo m is a sequence that can be obtained from some initial state
X € 8 = ZF. If we divide everything by m we find that for the MRG, for each
t>1,% =L, NJ[0,1) where

‘
L, = V=ZZiV:’ | z €Zy ,

i=1
is a 7-dimensional lattice in R, with basis

vi=(1,0,...,0,X14,...,X1,-1) /m

Vi = (0,0, ... 1, Xphsoo o Xpsm1)'/m

Vi+1 = (0,0,...,0,1,...,0)T

v, = (0,0,...,0,0,.... ).

For t < k, L, contains all vectors whose coordinates are multiples of 1/m. For
t > k, it contains a fraction m*~ of those vectors.

This lattice structure implies that the points of ¥; are distributed according to
a very regular pattern, in equidistant parallel hyperplanes. Graphical illustrations
of this, usually for LCGs, can be found in a myriad of papers and books; e.g.,
Gentle (2003), Law and Kelton (2000), and L’Ecuyer (1998). Define the dual lattice
to L, as

L¥=theR :h've Zforallve L}.
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Each h € L} is a normal vector that defines a family of equidistant parallel
hyperplanes, at distance 1/|h|» apart, and these hyperplanes cover all the points
of L, unless h is an integer multiple of some other vector h’ € L. Therefore, if ¢,
is the Euclidean length of a shortest non-zero vector hin L}, then there is a family of
hyperplanes at distance 1/¢, apart that cover all the points of L,. A small £, means
there are thick slices of empty space between the hyperplanes and we want to avoid
that. A large £, means a better (more uniform) coverage of the unit hypercube by the
point set ¥,. Computing the value of 1/¢; is often called the spectral test (Fishman
1996; Knuth 1998).

The lattice property holds as well for the point sets ¥; formed by values
at arbitrary lags defined by a fixed set of indices I = {ij,---,i,}. One has
W, = L; N[0, 1)" for some lattice L;, and the largest distance between successive
hyperplanes for a family of hyperplanes that cover all the points of L; is 1/¢;,
where £; is the Euclidean length of a shortest nonzero vector in L%, the dual lattice
toL;.

The lattice L; and its dual can be constructed as explained in Couture and
L’Ecuyer (1996) and L’Ecuyer and Couture (1997). Finding the shortest nonzero
vector in a lattice with basis vy, ..., v, can be formulated as an integer programming
problem with a quadratic objective function:

t t
Minimize ||v|* = Z ZZiV;erZj

i=1j=1

subject to zj,...,z integers and not all zero. This problem can be solved by a
branch-and-bound algorithm (Fincke and Pohst 1985; L’Ecuyer and Couture 1997;
Tezuka 1995).

For any given dimension ¢ and m* points per unit of volume, there is an absolute
upper bound on the best possible value of £; (Conway and Sloane 1999; Knuth
1998; L'Ecuyer 1999b). Let £ (m*) denote such an upper bound. To define a figure
of merit that takes into account several sets 7, in different numbers of dimensions, it
is common practice to divide £; by an upper bound, to obtain a standardized value
between 0 and 1, and then take the worst case over a given class J of sets /. This
gives a figure of merit of the form

_ . * k
My = ?é{rjl EI/E‘”(m ).

A value of M7 too close to zero means that L; has a bad lattice structure for
at least one of the selected sets /. We want a value as close to 1 as possible.
Computer searches for good MRGs with respect to this criterion have been reported
by L’Ecuyer et al. (1993), L’Ecuyer and Andres (1997), L’Ecuyer (1999a), for
example. In most cases, J was simply the sets of the form I = {1,...,¢} for
t < t;, where #; was an arbitrary integer ranging from 8 to 45. L’Ecuyer and
Lemieux (2000) also consider the small dimensional sets / with indices not too
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far apart. They suggest taking J = {{0,1,...,i} :i <} U{{i1,ix} : 0 =i <
b <tyU---U{ir,...,iq}:0=1i1 <...<iyg < ty} for some positive integers
d,t,...,tg. We could also take a weighted average instead of the minimum in the
definition of M 7.

An important observation is that for ¢ > k, the 7-dimensional vector h =
(-1,ay,...,a;,0,... ,O)T always belong to L}, because for any vector v € L;,
the first k + 1 coordinates of mv must satisfy the recurrence (3.2), which implies
that (—1,ay,...,ax,0,...,0)v must be an integer. Therefore, one always has 6,2 <
1+ a% + -+ a,%. Likewise, if / contains O and all indices j such that ax_; # 0,
then 6% <1+ a% + e ai ("Ecuyer 1997). This means that the sum of squares
of the coefficients a; must be large if we want to have any chance that the lattice
structure be good.

Constructing MRGs with only two nonzero coefficients and taking these coeffi-
cients small has been a very popular idea, because this makes the implementation
easier and faster (Deng and Lin 2000; Knuth 1998). However, the MRGs thus
obtained have a bad structure. As a worst-case illustration, consider the widely-
available additive or subtractive lagged-Fibonacci generator, based on the recur-
rence (3.2) where the two coefficients a, and ay are both equal to %1. In this case,
whenever I contains {0,k — r, k}, one has K% < 3, so the distance between the
hyperplanes is at least 1/+/3. In particular, for I = {0, k —r, k}, all the points of ¥;
(aside from the zero vector) are contained in only two planes! This type of structure
can have a dramatic effect on certain simulation problems and is a good reason for
staying away from these lagged-Fibonacci generators, regardless of their parame-
ters. They fail several simple empirical statistical tests (L’Ecuyer and Simard 2007).

A similar problem occurs for the “fast MRG” proposed by Deng and Lin (2000),
based on the recurrence

Xi = (=xj—1 +axi—x) mod m = ((m — 1)x;—; + ax;—;) mod m,

with a> < m. If a is small, the bound £ < 1 4 a? implies a bad lattice structure for
I = {0,k —1,k}. A more detailed analysis by L’Ecuyer and Touzin (2004) shows
that this type of generator cannot have a good lattice structure even if the condition
a’ < m is removed. Another special case proposed by Deng and Xu (2003) has the
form

X; za(xi_j2 +-~~+xi_j,) mod m. 3.4

In this case, for I = {0,k — j,—1,....k — j»,k}, the vectors (1,a,...,a) and
(a*,1,...,1) both belong to the dual lattice L7, where a* is the multiplicative
inverse of @ modulo m. So neither a nor a* should be small.

To get around this structural problem when / contains certain sets of indices,
Liischer (1994) and Knuth (1998) recommend to skip some of the output values to
break up the bad vectors. For the lagged-Fibonacci generator, for example, one can
output k successive values produced by the recurrence, then skip the next d values,
output the next k, skip the next d, and so on. A large value of d (e.g., d = 5k or
more) may get rid of the bad structure, but slows down the generator. See Wegenkittl
and Matsumoto (1999) for further discussion.



3 Random Number Generation 45
3.3.3 MRG Implementation Techniques

The modulus m is often taken as a large prime number close to the largest integer
directly representable on the computer (e.g., equal or near 23! — 1 for 32-bit
computers). Since each x;_; can be as large as m — 1, one must be careful in
computing the right side of (3.2) because the product a;x;—; is typically not
representable as an ordinary integer. Various techniques for computing this product
modulo m are discussed and compared by Fishman (1996), L’Ecuyer and Tezuka
(1991), L’Ecuyer (1999a), and L’Ecuyer and Simard (1999). Note that if a; =
m — a;. > 0, using a; is equivalent to using the negative coefficient —a}, which
is sometimes more convenient from the implementation viewpoint. In what follows,
we assume that a; can be either positive or negative.

One approach is to perform the arithmetic modulo m in 64-bit (double precision)
floating-point arithmetic (L’Ecuyer 1999a). Under this representation, assuming
that the usual IEEE floating-point standard is respected, all positive integers up
to 2°3 are represented exactly. Then, if each coefficient a j 1s selected to satisfy
laj|(m — 1) < 2%, the product |a;|x;—; will always be represented exactly and
zj = |a;|xi—; mod m can be computed by the instructions

y = lajlxi-;; zj =y—mly/m].

Similarly, if (|a;| + -+ + |ax|)(m — 1) < 2%, a;x;—; + - + ax x;—; will always be
represented exactly.

A second technique, called approximate factoring (L’Ecuyer and Co6té 1991),
uses only the integer representation and works under the condition that |a;| = i or
laj| = |m/i] for some integer i < +/m. One precomputes ¢; = |m/|a;|] and
rj =m mod |a;|. Then, z; = |a;|x;—; mod m can be computed by

y=|xi—j/q;]: z=la;j|(xi—j —yq;) — yrj;

ifz<Othenz; =z+melsez; =z

All quantities involved in these computations are integers between —m and m, so
no overflow can occur if m can be represented as an ordinary integer (e.g., m < 23!
on a 32-bit computer).

The powers-of-two decomposition approach selects coefficients a; that can be
written as a sum or difference of a small number of powers of 2 (L’Ecuyer and
Simard 1999; L’Ecuyer and Touzin 2000; Wu 1997). For example, one may take
aj = £29 £ 2" and m = 2° — h for some positive integers ¢, r, e, and h. To
compute y = 29x mod m, decompose x = zg + 2°79z; (where zo = x mod 2¢79)
and observe that

y =29(z0 + 2°79z1) mod (2° — h) = (29z + hz;) mod (2¢ — h).
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Suppose now that
h <29 and hQ?—(h+1)27) <m. (3.5)

Then, 2979 < m and hz; < m, so y can be computed by shifts, masks, additions,
subtractions, and a single multiplication by /. Intermediate results never exceed
2m — 1. Things simplify furtherif ¢ = Oorg = lorh = 1. Forh = 1, y is
obtained simply by swapping the blocks of bits zp and z; (Wu 1997). L’Ecuyer and
Simard (1999) pointed out that LCGs with parameters of the form m = 2° — 1 and
a = £29 4 2" have bad statistical properties because the recurrence does not “mix
the bits” well enough. However, good and fast (combined) MRGs can be obtained
via the power-of-two decomposition method, as explained in L’Ecuyer and Touzin
(2000).

Another idea to improve efficiency is to take all nonzero coefficients a; equal to
the same a, as in (3.4) (Deng and Xu 2003; Marsaglia 1996). Then, computing the
right side of (3.2) requires a single multiplication. Deng and Xu (2003) and Deng
(2005) provide specific parameter sets and concrete implementations for MRGs of
this type, for prime m near 23!, and for k ranging from 102 to 1597.

One may be tempted to take m equal to a power of two, say m = 2°¢, because
then the “ mod m” operation is much easier: it suffices to keep the e least significant
bits and mask-out all others. However, taking a power-of-two modulus is not
recommended because it has several strong disadvantages in terms of the quality
of the RNG (L’Ecuyer 1990, 1998). In particular, the least significant bits have very
short periodicity and the period of the recurrence (3.2) cannot exceed (2% — 1)2¢~!
ifk > 1,and 22 if k = 1 and e > 4. The maximal period achievable with k = 7
and m = 23!, for example, is more than 2'%" times smaller than the maximal period
achievable with k = 7andm =231 —1 (a prime number).

3.3.4 Combined MRGs and LCGs

The conditions that make MRG implementations run faster (e.g., only two nonzero
coefficients both close to zero) conflict with those required for having a good
lattice structure and statistical robustness. Combined MRGs are one solution to this
problem. Consider J distinct MRGs evolving in parallel, based on the recurrences

Xji = (ajslxj,,‘_l + "'+Clj,kxj",'_k) mod m; (3.6)
wherea;x #0,for j =1,...,J.Letdy,..., 8, be arbitrary integers,

i = (Sl-xl,i +"'+8_]x_]’j) mod mu, u; =Zi/m1, (37)

and
wi = (§1x1:/my + -+ 8;x;5;/my) mod 1. (3.8)
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This defines two RNGs, with output sequences {u;, i > 0} and {w;, i > 0}.

Suppose that the m; are pairwise relatively prime, that §; and m; have no
common factor for each j, and that each recurrence (3.6) is purely periodic with
period p;. Letm = m; ---m and let p be the least common multiple of py, ..., p;.
Under these conditions, L’Ecuyer and Tezuka (1991) and L"Ecuyer (1996a) proved
the following: (a) the sequence (3.8) is exactly equivalent to the output sequence
of a MRG with (composite) modulus m and coefficients a; that can be computed
explicitly as explained by L’Ecuyer (1996a); (b) the two sequences in (3.7) and (3.8)
have period p; and (c) if both sequences have the same initial state, then u; = w; +¢;
where max; ¢ |€;| can be bounded explicitly by a constant € which is very small
when the m ; are close to each other.

Thus, these combined MRGs can be viewed as practical ways of implementing an
MRG with a large m and several large nonzero coefficients. The idea is to cleverly
select the components so that: (1) each one is easy to implement efficiently (e.g.,
has only two small nonzero coefficients) and (2) the MRG that corresponds to the
combination has a good lattice structure. If each m ; is prime and if each component
J has maximal period p; = mljC — 1, then each p; is even and p cannot exceed
p1---py /2’71 Tables of good parameters for combined MRGs of different sizes
that reach this upper bound are given in L’Ecuyer (1999a) and L’Ecuyer and Touzin
(2000), together with C implementations.

3.3.5 Jumping Ahead

The recurrence (3.2) can be written in matrix form as

Xi =Ax;_ymodm =1 - x;—1 mod m.
0 0 -1

Ak dg—1 =+ dy1

To jump ahead directly from x; to x;4,, for an arbitrary integer v, it suffices to
exploit the relationship

X;+» = A’x; mod m = (AY mod m)x; mod m.
If this is to be done several times for the same v, the matrix A” mod m can be

precomputed once for all. For a large v, this can be done in O(log, v) matrix
multiplications via a standard divide-and-conquer algorithm (Knuth 1998):

(AY/? mod m)(A"?> mod m) mod m if v is even;
A(A"~! mod m) mod m if v is odd.

A" modm =
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3.3.6 Linear Recurrences with Carry

These types of recurrences were introduced by Marsaglia and Zaman (1991)
to obtain a large period even when m is a power of two (in which case the
implementation may be faster). They were studied and generalized by Tezuka et al.
(1994), Couture and L’ Ecuyer (1994, 1997), and Goresky and Klapper (2003). The
basic idea is to add a carry to the linear recurrence (3.2). The general form of this
RNG, called multiply-with-carry (IMWC), can be written as

xi = (@1xi—1 + -+ + akXxi— + ¢;—1)d mod b, (3.9)

¢i = |(aoxi + arxi—1 + -+ + axxi— + ¢i—1)/b], (3.10)

(&)
ui = Xi—er1b™", (3.11)
=1

where b is a positive integer (e.g., a power of two), ay, . .., aj are arbitrary integers
such that a is relatively prime to b, and d is the multiplicative inverse of —ag
modulo b. The state at step i is s; = (Xj—+1.-..,X;.¢;)'. In practice, the sum in
(3.11) is truncated to a few terms (it could be a single term if b is large), but the
theoretical analysis is much easier for the infinite sum.

Define m = Zﬁ:o acb® and let a be the inverse of b in arithmetic modulo m,
assuming for now that m > 0. A major result proved in Tezuka et al. (1994), Couture
and L’Ecuyer (1997), and Goresky and Klapper (2003) is that if the initial states
agree, the output sequence {u;, i > 0} is exactly the same as that produced by
the LCG with modulus m and multiplier a. Therefore, the MWC can be seen as a
clever way of implementing a LCG with very large modulus. Couture and L’Ecuyer
(1997) have shown that the value of ¢, for this LCG satisfies £ < a} + -+ + a3 for
t > k, which means that the lattice structure will be bad unless the sum of squares
of coefficients a; is large.

In the original proposals of Marsaglia and Zaman (1991), called add-with-carry
and subtract-with-borrow, one has —ag = +a, = Fa; = 1 for some r < k
and the other coefficients a; are zero, so E,z < 3 fort > k and the generator has
essentially the same structural defect as the additive lagged-Fibonacci generator. In
the version studied by Couture and L’Ecuyer (1997), it was assumed that —ay =
d = 1. Then, the period cannot exceed (m — 1)/2 if b is a power of two. A concrete
implementation was given in that paper. Goresky and Klapper (2003) pointed out
that the maximal period of p = m — 1 can be achieved by allowing a more general
ap. They provided specific parameters that give the maximal period for b ranging
from 22! to 2% and p up to approximately 229!,



3 Random Number Generation 49

3.4 Generators Based on Recurrences Modulo 2

3.4.1 A General Framework

It seems natural to exploit the fact that computers work in binary arithmetic and to
design RNGs defined directly in terms of bit strings and sequences. We do this under
the following framework, taken from L’Ecuyer and Panneton (2002) and L’Ecuyer
and Panneton (2009). Let F, denote the finite field with two elements, 0 and 1,
in which the operations are equivalent to addition and multiplication modulo 2.
Consider the RNG defined by a matrix linear recurrence over [, as follows:

X = AXi. (3.12)
yi = Bx;, (3.13)
= nyf—lz_l = i Yin Viz e (3.14)
=1
where X; = (Xi0,....Xik—1)' € Ff is the k-bit state vector at step i, y; =
(Vi0s - Viw—1)" € FY is the w-bit output vector at step i, k and w are positive

integers, A is a k X k transition matrix with elements in [, B is a w X k output
transformation matrix with elements in I,, and u; € [0, 1) is the output at step i.
All operations in (3.12) and (3.13) are performed in [F;.

It is well-known (L’Ecuyer 1994; Niederreiter 1992) that when the x;’s obey
(3.12), for each j, the sequence {x; ;, i > O} follows the linear recurrence

Xij = (O(]X,'_l,j +"'+O{kx,'_k,j) mod 2, (315)
whose characteristic polynomial P(z) is the characteristic polynomial of A, i.e.,
— _ k k—1
P(z) =det(A—zl) =2" —a12’ " —-+  —og—12 — k.,

where I is the identity matrix and each «; is in [F,. The sequences {y; ;, i > 0},
for 0 < j < w, also obey the same recurrence (although some of them may follow
recurrences of shorter order as well, depending on B). We assume that oy = 1, so
that the recurrence (3.15) has order k and is purely periodic. Its period is 2% — 1
(i.e., maximal) if and only if P(z) is a primitive polynomial over [, (Knuth 1998;
Niederreiter 1992).

To jump ahead directly from x; to Xx; 4+, with this type of generator, it suffices to
precompute the matrix A" (in F,) and then multiply x; by this matrix.

Several popular classes of RNGs fit this framework as special cases, by appro-
priate choices of the matrices A and B. This includes the Tausworthe or LFSR,
polynomial LCG, GFSR, twisted GFSR, Mersenne twister, WELL, xorshift, multi-
ple recursive matrix generators, and combinations of these (L’Ecuyer and Panneton
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2009; Matsumoto and Nishimura 1998; Niederreiter 1995; Panneton and L’Ecuyer
2005; Panneton et al. 2006; Tezuka 1995). We detail some of them after discussing
measures of uniformity.

3.4.2 Measures of Uniformity

The uniformity of point sets ¥; produced by RNGs based on linear recurrences over
[, is usually assessed by measures of equidistribution defined as follows (L’Ecuyer
1996b, 2004; L’Ecuyer and Panneton 2002, 2009; Tezuka 1995). For an arbitrary
vectorq = (q1, . .. ,q,) of non-negative integers, partition the unit hypercube [0, 1)
into 29/ intervals of the same length along axis j, for each j. This determines a
partition of [0, 1) into 29174 rectangular boxes of the same size and shape. We
call this partition the q-equidissection of the unit hypercube.

For some index set I = {iy,...,i;}, if ¥; has 2% points, we say that ¥; is
q-equidistributed in base 2 if there are exactly 2¢ points in each box of the ¢-
equidissection, where k — ¢ = g; + --- + ¢,. This means that among the 2* points
(xji,...,xj,) of ¥p, if we consider the first g; bits of x,, the first ¢» bits of x;,,
..., and the first g, bits of x,, each of the 2k=4 possibilities occurs exactly the same
number of times. This is possible only if ¢ < k.

The g-equidistribution of ¥; depends only on the first ¢; bits of x;;, for1 < j <
t, for the points (x;,, ..., x;,) that belong to ¥;. The vector of these g1 +--- + ¢, =
k — g bits can always be expressed as a linear function of the k bits of the initial
state Xo, i.e., as MyXo for some (k — ¢) x k binary matrix Mg, and it is easily seen
that ¥; is q-equidistributed if and only if Mg has full rank k& — g. This provides
an easy way of checking equidistribution (L’Ecuyer 1996b; L’Ecuyer and Panneton
2009; Tezuka 1995).

If Y is (€, ..., ¢)-equidistributed for some £ > 1, it is called ¢-distributed with
£ bits of accuracy, or (t, {)-equidistributed (L'Ecuyer 1996b). The largest value of
£ for which this holds is called the resolution of the set ¥; and is denoted by ¢;.
This value has the upper bound ¢} = min(|k/¢], w). The resolution gap of ¥; is
defined as 6; = £ — £;. In the same vein as for MRGs, a worst-case figure of merit
can be defined here by

A7 = max§y,
1eJ

where 7 is a preselected class of index sets /.

The point set ¥; is a (q,k,t)-net in base 2 (often called a (¢,m,s)-net in
the context of quasi-Monte Carlo methods, where a different notation is used
Niederreiter 1992), if it is (qy, - - - , ¢;)-equidistributed in base 2 for all non-negative
integers ¢y, . ..,q, summing to k — g. We call the smallest such ¢ the g-value of
;. The smaller it is, the better. One candidate for a figure of merit could be the
g-value of ¥, for some large ¢. Although widely used to construct and evaluate
low-discrepancy point sets for quasi-Monte Carlo methods, a major drawback of
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this measure is that it is too costly to compute for good long-period generators (for
which k—q is large), because there are too many vectors q for which equidistribution
needs to be checked. In practice, one must settle for figures of merit that involve a
smaller number of equidissections.

When §; = 0 for all sets I of the form / = {0,...,t — 1},for 1 <t <k, the
RNG is said to be maximally equidistributed or asymptotically random for the word
size w (L'Ecuyer 1996b; Tezuka 1995; Tootill et al. 1973). This property ensures
perfect equidistribution of all sets ¥, for any partition of the unit hypercube into
subcubes of equal sizes, as long as £ < w and the number of subcubes does
not exceed the number of points in ¥;. Large-period maximally equidistributed
generators, together with their implementations, can be found in L’Ecuyer (1999c¢),
L’Ecuyer and Panneton (2002), Panneton and L’Ecuyer (2004), and Panneton et al.
(2006), for example.

3.4.3 Lattice Structure in Spaces of Polynomials and Formal
Series

The RNGs defined via (3.12)—(3.14) do not have a lattice structure in the real space
like MRGs, but they do have a lattice structure in a space of formal series, as
explained in Couture and L’Ecuyer (2000), L’Ecuyer (2004), L’Ecuyer and Panneton
(2009), Lemieux and L’Ecuyer (2003), and Tezuka (1995). The real space R is
replaced by the space L, of formal power series with coefficients in IF,, of the form
Iy x¢z~* for some integer . In that setting, the lattices have the form

t
L, =3v(z) = Z hj(z)v;j(z) such that each i (z) € F2[z] ¢ .
j=1

where F;[7] is the ring of polynomials with coefficients in [, and the basis vectors
v;(z) are in L. The elements of the dual lattice £ are the vectors h(z) in L}
whose scalar product with any vector of £, belongs to [F,[z]. We define the mapping

(7 ]Lz — R by
o0 o0
[0 (Z xzz_l) = Zxﬂ_[.
l=w l=w

Then, it turns out that the point set ¥; produced by the generator is equal to
(L) N [0, 1)". Moreover, the equidistribution properties examined in Sect.3.4.2
can be expressed in terms of lengths of shortest vectors in the dual lattice, with
appropriate definitions of the length (or norm). Much of the theory and algorithms
developed for lattices in the real space can be adapted to these new types of lattices
(Couture and L’Ecuyer 2000; L’Ecuyer et al. 2009; Tezuka 1995).
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3.4.4 The LFSR Generator

The Tausworthe or linear feedback shift register (LFSR) generator (L’Ecuyer 1996b;
Tausworthe 1965; Tezuka 1995) is a special case of (3.12-3.14) with A = Aj (in
IF,) for some positive integer s, where

Ay = K , (3.16)
1
g Aj—1 e aq
ai,...,ag arein [Fp, a;y = 1, and all blank entries in the matrix are zeros. If w < k,

the matrix B contains the first w lines of the k x k identity matrix, otherwise B is
constructed as explained in L’Ecuyer and Panneton (2009). The RNG thus obtained
can be defined equivalently by

X;i = ajxj—1 + -+ agxi— mod 2, (3.17)
up = ins+é—12_l- (3.18)
(=1

Here, P(z) is the characteristic polynomial of the matrix A{), not the characteristic
polynomial of the recurrence (3.17), and the choice of s is important for determining
the quality of the generator. A frequently encountered case is when a single a;
is nonzero in addition to ay; then, P(z) is a trinomial and we have a trinomial-
based LFSR generator. These generators are known to have important statistical
deficiencies (Matsumoto and Kurita 1996; Tezuka 1995) but they can be used a
components of combined RNGs (Sect. 3.4.6).

LFSR generators can be expressed as LCGs in a space of polynomials (L’Ecuyer
1994; Tezuka 1995; Tezuka and L’Ecuyer 1991). With this representation, their
lattice structure as discussed in Sect. 3.4.3 follows immediately.

3.4.5 The GFSR and Twisted GFSR

Here we take A as the pg x pg matrix
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for some positive integers p and ¢, where I, is the p x p identity matrix, S is a
p X p matrix, and the matrix I, on the first line is in columns (r — 1)p + 1 to rp
for some positive integer r. Often, w = p and B contains the first w lines of the
pq x pq identity matrix. If S is also the identity matrix, the generator thus obtained
is the trinomial-based generalized feedback shift register (GFSR), for which x; is
obtained by a bitwise exclusive-or of x;—, and x;—,. This gives a very fast RNG,
but its period cannot exceed 2¢ — 1, because each bit of x; follows the same binary
recurrence of order k = ¢, with characteristic polynomial P(z) =z —z497" — 1. It
also fails several simple empirical tests (L’Ecuyer and Simard 2007).

More generally, we can define x; as the bitwise exclusive-or of X;—,,Xi—s,,
...,Xi—r, Where ry = g, so that each bit of x; follows a recurrence in [, whose
characteristic polynomial P(z) has d + 1 nonzero terms. However, the period is
still bounded by 29 — 1, whereas considering the pg-bit state, we should rather
expect a period close to 27¢. This was the main motivation for the rwisted GFSR
(TGFSR) generator. In the original version introduced by Matsumoto and Kurita
(1992), w = p and the matrix S is defined as the transpose of Ay in (3.16), with
k replaced by p. The characteristic polynomial of A is then P(z) = Ps(z? + "),
where Ps(z) = 27 —a,z?~! — -+ — aj is the characteristic polynomial of S, and
its degree is k = pq. If the parameters are selected so that P(z) is primitive over
IF,, then the TGFSR has period 2¢ — 1. Matsumoto and Kurita (1994) pointed out
important weaknesses of the original TGFSR and proposed an improved version
that uses a well-chosen matrix B whose lines differ from those of the identity. The
operations implemented by this matrix are called tempering and their purpose is to
improve the uniformity of the points produced by the RNG.

The Mersenne twister (Matsumoto and Nishimura 1998; Nishimura 2000) is a
variant of the TGFSR where k is slightly less than pg and can be a prime number. A
specific instance named MT19937, proposed by Matsumoto and Nishimura (1998),
has become quite popular; it runs very fast and has the huge period of 29937 — 1,
However, its state x; occupies a large amount of memory (19,937 bits) and changes
very slowly as a function of i. Panneton et al. (2006) showed that as a consequence
of this slow change, if the generator starts in a state with very few bits equal to 1,
then the average output values over the next few thousand steps is likely to be much
less than 1/2. In particular, if the initial state has a single bit at 1, say randomly
selected, then we need about 3/4 million steps before the average output value gets
close to 1/2. Likewise, if two initial states differ by a single bit, it takes the same
number of steps before the corresponding outputs differ by about half of their bits.
This problem is related to the fact that the characteristic polynomial P(z) has too
few nonzero coefficients, namely 135 out of 19,938.

Panneton et al. (2006) went on to develop a class of [F,-linear generators
called well-equidistributed long-period linear (WELL), which run almost as fast
as MT19937, but whose state changes faster and whose polynomial P(z) contains
nearly 50% nonzero coefficients. They propose specific instances with periods
ranging from 2°'2 — 1 to 2***7 — 1, which are all almost (or exactly) maximally
equidistributed.
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In the multiple recursive matrix method of Niederreiter (1995), the first row of
p X p matrices in A contains arbitrary matrices. However, a fast implementation is
possible only when these matrices are sparse and have a special structure.

3.4.6 Combined Linear Generators Over IF,

Many of the best generators based on linear recurrences over [, are constructed by
combining the outputs of two or more RNGs having a simple structure. The idea
is the same as for MRGs: select simple components that can run fast but such that
their combination has a more complicated structure and highly-uniform sets ¥; for
the sets / considered important.

Consider J distinct recurrences of the form (3.12-3.13), where the jth recur-
rence has parameters (k,w,A,B) = (k;,w,A;,B;) and state x;; at step i, for
j =1,...,J. The output of the combined generator at step i is defined by

yi =Bix;; &---®Byxy,,
u, = Zyi,é—lz_[a
(=1

where @ denotes the bitwise exclusive-or operation. One can show (Tezuka 1995)
that the period p of this combined generator is the least common multiple of the
periods p; of its components. Moreover, this combined generator is equivalent to
the generator (3.12-3.14) with k = k; + --- + k;, A = diag(A;,...,Ay), and
B=(B...,By).

With this method, by selecting the parameters carefully, the combination of
LFSR generators with characteristic polynomials P (z), .. ., P;(z) gives yet another
LFSR with characteristic polynomial P(z) = P;(z) - - - Ps(z) and period equal to the
product of the periods of the components (L’Ecuyer 1996b; Tezuka 1995; Tezuka
and L’Ecuyer 1991; Wang and Compagner 1993). Tables and fast implementations
of maximally equidistributed combined LFSR generators are given in L’Ecuyer
(1999c¢).

The TGFSR and Mersenne twister generators cannot be maximally equidis-
tributed. However, concrete examples of maximally equidistributed combined
TGFSR generators with periods near 24¢ and 2'?*° can be found in L’Ecuyer and
Panneton (2002). These generators have the additional property that the resolution
gaps d; are zero for a class of small sets / with indices not too far apart.

3.5 Nonlinear RNGs

All RNGs discussed so far are based on linear recurrences and their structure may
be deemed too regular. For example, we saw earlier that the output binary sequence
{»ij. i = 0} of any IF»-linear generator obeys the linear recurrence (3.15). This can
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be detected easily by applying statistical tests that measure the linear complexity
of this output sequence, or that construct “random” binary matrices from this
sequence and compute their ranks (L’Ecuyer and Simard 2007). Because of the
linear dependences between the bits, the linear complexity and the matrix ranks will
be smaller than what they should be on average. For the great majority of Monte
Carlo applications, this linearity is not a problem, because the random numbers
are transformed nonlinearly by the simulation algorithm. But for the rare situations
where it may matter, we need alternatives.

There are several ways of getting rid of the regular linear structure, including:
(1) use a nonlinear transition function f’; (2) keep the transition function linear but
use a nonlinear output function g; (3) combine two linear RNGs of different types,
such as an MRG with an F,-linear generator; (4) shuffle (randomly permute) the
output values using another generator. Several types of genuinely nonlinear RNGs
have been proposed over the years; see for example Blum et al. (1986), Eichenauer-
Herrmann (1995), Eichenauer-Herrmann et al. (1998), Hellekalek and Wegenkittl
(2003), Knuth (1998), L’Ecuyer and Proulx (1989), L’Ecuyer (1994), L’Ecuyer
and Simard (2007), Niederreiter and Shparlinski (2002), and Tezuka (1995). Their
nonlinear mappings are defined in various ways by multiplicative inversion in a
finite field, quadratic and cubic functions in the finite ring of integers modulo m,
and other more complicated transformations. Many of them have output sequences
that tend to behave much like i.i.d. U(0, 1) sequences even over their entire period
length, in contrast with “good” linear RNGs, whose point sets ¥, are much more
regular than typical random points (Eichenauer-Herrmann et al. 1998; L’Ecuyer and
Granger-Piché 2003; L'Ecuyer and Hellekalek 1998; Niederreiter and Shparlinski
2002). On the other hand, their statistical properties have been analyzed only
empirically or via asymptotic theoretical results. For specific nonlinear RNGs, the
uniformity of the point sets ¥, is very difficult to measure theoretically. Moreover,
the nonlinear RNGs are generally significantly slower than the linear ones. The
RNGs recommended for cryptology are all nonlinear.

An interesting idea for adding nonlinearity without incurring an excessive speed
penalty is to combine a small nonlinear generator with a fast long-period linear
one (Aiello et al. 1998). L’Ecuyer and Granger-Piché (2003) show how to do this
while ensuring theoretically the good uniformity properties of ¥, for the combined
generator. A fast implementation can be achieved by using precomputed tables
for the nonlinear component. Empirical studies suggest that mixed linear-nonlinear
combined generators are more robust than the linear ones with respect to statistical
tests, because of their less regular structure.

Several authors have proposed various ways of combining RNGs to produce
streams of random numbers with less regularity and better “randomness” properties;
see, e.g., Collings (1987), Knuth (1998), Gentle (2003), Law and Kelton (2000),
L’Ecuyer (1994), Fishman (1996), Marsaglia (1985), and other references given
there. This includes shuffling the output sequence of one generator using another
one (or the same one), alternating between several streams, or just adding them in
different ways. Most of these techniques are heuristics. They usually improve the
uniformity (empirically), but they can also make it worse. For random variables
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in the mathematical sense, certain types of combinations (e.g., addition modulo 1)
can provably improve the uniformity, and some authors have used this fact to argue
that combined RNGs are provably better than their components alone (Brown and
Solomon 1979; Deng and George 1990; Gentle 2003; Marsaglia 1985), but this
argument is faulty because the output sequences of RNGs are deterministic, not
sequences of independent random variables. To assess the quality of a combined
generator, one must analyze the mathematical structure of the combined generator
itself rather than the structure of its components (L’Ecuyer 1996a,b, 1998; L’Ecuyer
and Granger-Piché 2003; Tezuka 1995).

3.6 Empirical Statistical Tests

As mentioned earlier, a statistical test for RNGs is defined by a random variable X
whose distribution under H can be well approximated. When X takes the value x,
we define the right and left p-values of the test by

pr = P[X = x| Ho] and pL = P[X <x[Ho]

When testing RNGs, there is no need to prespecify the level of the test. If either
of the right or left p-value is extremely close to zero, e.g., less than 1071, then
it is clear that H, (and the RNG) must be rejected. When a suspicious p-value is
obtained, e.g., near 1072 or 1072, one can just repeat this particular test a few more
times, perhaps with a larger sample size. Almost always, things will then clarify.

Most tests are defined by partitioning the possible realizations of (uy, ..., u,—1)
into a finite number of subsets (where the integer t can be random or deterministic),
computing the probability p; of each subset j under H,, and measuring the
discrepancy between these probabilities and empirical frequencies from realizations
simulated by the RNG.

A special case that immediately comes to mind is to take T = ¢ (a constant) and
cut the interval [0, 1) into d equal segments for some positive integer d, in order
to partition the hypercube [0, 1)’ into k = d' subcubes of volume 1/k. We then
generate n points w; = (i, ..., ui+—1) € [0,1)", fori = 0,...,n — I, and count
the number N; of points falling in subcube j, for j = 0,...,k — 1. Any measure
of distance (or divergence) between the numbers N; and their expectations n/k
can define a test statistic X . The tests thus defined are generally called serial tests of
uniformity (Knuth 1998; L’Ecuyer et al. 2002). They can be sparse (if n/k < 1), or
dense (if n/k >> 1), or somewhere in between. There are also overlapping versions,
where the points are defined by w; = (u;,...,u;4,—1) fori = 0,...,n — 1 (they
have overlapping coordinates).

Special instances for which the distribution under H, is well-known are the chi-
square, the (negative) empirical entropy, and the number of collisions (L'Ecuyer
and Hellekalek 1998; L'Ecuyer et al. 2002; Read and Cressie 1988). For the latter,
the test statistic X is the number of times a point falls in a subcube that already
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had a point in it. Its distribution under H, is approximately Poisson with mean
A1 = n?/(2k), if n is large and A; not too large.

A variant is the birthday spacings test, defined as follows (Knuth 1998; L’Ecuyer
and Simard 2001; Marsaglia 1985). Let /(1) < --- < I(,) be the numbers of the
subcubes that contain the points, sorted by increasing order. Define the spacings
S; = I+ — Iy, for j = 1,...,n — 1, and let X be the number of collisions
between these spacings. Under Hy, X is approximately Poisson with mean A, =
n3/(4k), if n is large and A, not too large.

Consider now a MRG, for which ¥; has a regular lattice structure. Because of
this regularity the points of ¥, will tend to be more evenly distributed among the
subcubes than random points. For a well-chosen k and large enough n, we expect
the collision test to detect this: it is likely that there will be too few collisions. In
fact, the same applies to any RNG whose set ¥; is very evenly distributed. When
a birthday spacings test with a very large k is applied to a MRG, the numbers of
the subcubes that contain one point of ¥, tend to be too evenly spaced and the test
detects this by finding too many collisions.

These specific interactions between the test and the structure of the RNG lead
to systematic patterns in the p-values of the tests. To illustrate this, suppose that
we take k slightly larger than the cardinality of ¥, (so k ~ p) and that due to
the excessive regularity, no collision is observed in the collision test. The left p-
value will then be pp ~ P[X < 0 | X ~ Poisson(A;)] = exp[-n?/(2k)]. For
this p-value to be smaller than a given €, we need a sample size n proportional
to the square root of the period p. And after that, p; decreases exponentially
fast in n?.

Extensive experiments with LCGs, MRGs, and LFSR generators confirms that
this is actually what happens with these RNGs (L’Ecuyer 2001; L’Ecuyer and
Hellekalek 1998; L’Ecuyer et al. 2002). For example, if we take ¢ = 10" and
define n as the minimal sample size n for which py < €, we find that ng ~ 16p1/ 2
(plus some noise) for LCGs that behave well in the spectral test as well as for LFSR
generators. For the birthday spacings test, the rule for LCGs is ny ~ 16p'/? instead
(L’Ecuyer and Simard 2001). So to be safe with respect to these tests, the period p
must be so large that generating more than p'/3 numbers is practically unfeasible.
This certainly disqualifies all LCGs with modulus smaller than 2'% or so.

Other types of tests for RNGs include tests based on the closest pairs of points
among n points generated in the hypercube, tests based on random walks on the real
line or over the integers, tests based on the linear complexity of a binary sequence,
tests based on the simulation of dice or poker hands, and many others (Gentle
2003; Knuth 1998; L’Ecuyer and Simard 2007; Marsaglia 1996; Rukhin et al. 2001;
Vattulainen et al. 1995).

When testing RNGs, there is no specific alternative hypothesis to H,. Different
tests are needed to detect different types of departures from H,. The TestUO] library
of L’Ecuyer and Simard (2007) implements a large collection of tests in the C
language, and also provides specific test suites with preselected parameters and
sample sizes. Some of these suites are designed for i.i.d. U(0, 1) output sequences
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and others for strings of bits. Other (smaller) test suites for RNGs are DIEHARD
(Marsaglia 1996) and the NIST suite (Rukhin et al. 2001).

3.7 Available Software and Recommendations

Applying standard statistical test suites to RNGs found in popular software (sta-
tistical and simulation software, spreadsheets, system libraries, etc.) reveals that
many of them are surprisingly poor and fail the tests spectacularly (L’Ecuyer 2001;
L’Ecuyer and Simard 2007). There is no good reason to use these poor RNGs,
because several good ones are available that are fast, portable, and pass these test
suites with flying colors.

The RNG I use most of the time is the combined MRG MRG32k3a from
L’Ecuyer (1999a). A convenient object-oriented software package with multiple
streams and substreams of random numbers, based on this generator, is described
in L’Ecuyer et al. (2002) and is available in Java, C, and C++, at http://www.iro.
umontreal.ca/~lecuyer. This tool has been included recently in several software
products, including MATLAB, SAS, R, Arena, Automod, ns3, and many more.
MRG32k3a is not the fastest RNG available, but it is very robust and reliable.
A faster alternative is MGR31k3p from L’Ecuyer and Touzin (2000). Other good
combined MRGs, some for 64-bit computers, are available in L’Ecuyer (1999a).
Even faster ones are the combined LFSRs, Mersenne twisters, and WELL generators
proposed in L’Ecuyer (1999c), L’Ecuyer and Panneton (2002), Matsumoto and
Nishimura (1998), Nishimura (2000), and Panneton et al. (2006). When speed is a
concern, I personally use LFSR113 or LFSR258 from L’Ecuyer (1999c). Software
tools that provide multiple streams and substreams with most of these generators
(except the ones with very large state) are available in the SSJ library (L’Ecuyer
2008).

3.8 Non-Uniform Random Variate Generation

Like for the uniform case, non-uniform variate generation often involves approxima-
tions and compromises. The first requirement is, of course, correctness. This does
not mean that the generated random variate X must always have exactly the required
distribution, because this would sometimes be much too costly or even impossible.
But we must have a good approximation and, preferably, some understanding of
the quality of that approximation. Robustness is also important: when the accuracy
depends on the parameters of the distribution, it must be good uniformly over the
entire range of parameter values that we are interested in.

The method must also be efficient both in terms of speed and memory usage.
Often, it is possible to increase the speed by using more memory (e.g, for larger
precomputed tables) or by relaxing the accuracy requirements. Some methods need
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a one-time setup to compute constants and construct tables. The setup time can be
significant but may be well worth spending if it is amortized by a large number of
subsequent calls to the generator. For example, it makes sense to invest in a more
extensive setup if we plan to make a million calls to a given generator than if we
expert to make only a few calls, assuming that this investment can improve the speed
of the generator sufficiently.

In general, compromises must be made between simplicity of the algorithm,
quality of the approximation, robustness with respect to the distribution parameters,
and efficiency (generation speed, memory requirements, and setup time).

In many situations, compatibility with variance reduction techniques is another
important issue (Asmussen and Glynn 2007; Bratley et al. 1987; Law and Kelton
2000). We may be willing to sacrifice the speed of the generator to preserve
inversion, because the gain in efficiency obtained via the variance reduction methods
may more than compensate (sometimes by orders of magnitude) for the slightly
slower generator.

3.8.1 Inversion

The inversion method, defined in the introduction, should be the method of choice
for generating non-uniform random variates in a majority of situations. The fact
that X = F~'(U) is a monotone (non-decreasing) function of U makes this
method compatible with important variance reductions techniques such as common
random numbers, antithetic variates, Latin hypercube sampling, and randomized
quasi-Monte Carlo methods (Bratley et al. 1987; Law and Kelton 2000; L’Ecuyer
and Lemieux 2000; L’Ecuyer et al. 2009).

For some distributions, an analytic expression can be obtained for the inverse
distribution function F~! and inversion can be easily implemented. As an example,
consider the Weibull distribution function with parameters ¢ > 0 and § > 0, defined
by F(x) = 1—exp[—(x/B)*] for x > 0.1tis easy to see that F~'(U) = B[—In(1—
U)]'/%. For @ = 1, we have the special case of the exponential distribution with
mean .

For an example of a simple discrete distribution, suppose that P[X = i] = p;
where pg = 0.6, p; = 0.3, p» = 0.1, and p; = 0 elsewhere. The inversion method
in this case will return 0 if U < 0.6, 1if 0.6 < U < 0.9, and 2 if U > 0.9. For
the discrete uniform distribution over {0, ...,k — 1}, return X = |kU |. As another
example, let X have the geometric distribution with parameter p, so P[X = x] =
p(1—p)*forx =0,1,2,...,where 0 < p < 1. Then, F(x) = 1 — (1 — p)lx+1l
for x > 0 and one can show that X = F~'(U) = [In(1 — U)/In(1 — p)] — 1.

For other distributions (e.g., the normal, Student, chi-square) there is no closed-
form expression for F~! but good numerical approximations are available (Bratley
et al. 1987; Gentle 2003; Hormann et al. 2004; Marsaglia et al. 1994). When the
distribution has only scale and location parameters, we need to approximate F~!
only for a standardized version of the distribution. For the normal distribution, for
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example, it suffices to have an efficient method for evaluating the inverse distribution
function of a N (0, 1) random variable Z, since a normal with mean p and variance
o2 can be generated by X = 0Z + pu.

When shape parameters are involved (e.g., the gamma and beta distributions),
things are more complicated because F ! then depends on the parameters in a more
fundamental manner.

Hormann and Leydold (2003) propose a general adaptive and automatic method
that constructs a highly accurate Hermite interpolation method of F~'. In a one-
time setup, their method produces tables for the interpolation points and coefficients.
Random variate generation using these tables is then quite fast.

A less efficient but simpler way of implementing inversion when a method is
available for computing F is via binary search (Cheng 1998). If the density is
also available and if it is unimodal with known mode, a Newton-Raphson iteration
method can advantageously replace the binary search (Cheng 1998; Devroye 1986).

To implement inversion for general discrete distributions, sequential search and
binary search with look-up tables are the standard methods (Bratley et al. 1987;
Cheng 1998). For a discrete distribution over the values x; < --- < Xxj, one first
tabulates the pairs (x;, F(x;)), where F(x;) = P[X < x;]fori = 1,...,k. To
generate X, it then suffices to generate U ~ U(0, 1), find I = min{i | F(x;) > U},
and return X = x;. The following algorithms do that.

Sequential search (needs O (k) iterations in the worst case);
generate U ~ U(0, 1); leti = 1;
while F(x;) <U doi =i+ 1;
return x;.

Binary search (needs O(log k) iterations in the worst case);
generate U ~ U(0,1); letL =0and R =k;
while L < R —1do
m = |(L+ R)/2];
if F(x,,) <U then L = melse R = m;
/* Invariant: at this stage, the index / isin {L + 1,..., R}. */
return xg.

These algorithms can be modified in many different ways. For example, if k =
00, in the binary search, one can start with an arbitrary value of R, double it until
F(xgr) > U, and start the algorithm with this R and L = R/2. Of course, only
a finite portion of the table (a portion that contains most of the probability mass)
would be precomputed in this case, the other values can be computed only when
needed. This can also be done if k is finite but large.

Another class of techniques use indexing or buckets to speed up the search
(Bratley et al. 1987; Chen and Asau 1974; Devroye 1986). For example, one can
partition the interval (0, 1) into ¢ subintervals of equal sizes and use (pre-tabulated)
initial values of (L, R) that depend on the subinterval in which U falls. For the
subinterval [j/c, (j + 1)/c) the values of L and R would be L; = F~!(j/c)
and R; = F7Y((j + 1)/c), for j = 0,...,c — 1. The subinterval number that
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corresponds to a given U is simply J = |cU |. Once we know that subinterval,
we can search it by linear of binary search. With a larger value of ¢ the search
is faster (on the average) but the setup is more costly and a larger amount of
memory is needed. So a compromise must be made depending on the situation
(e.g., the value of k, the number of variates we expect to generate, etc.). For
¢ = 1, we recover the basic sequential and binary search algorithms given above.
A well-implemented indexed search with a large enough ¢ is competitive with the
alias method (described in the next paragraph). A combined indexed/binary search
algorithm is given below. An easy adaptation gives the combined indexed/sequential
search, which is generally preferable when k/c is small, because it has smaller
overhead.

Indexed search (combined with binary search);
generate U ~ U(0,1); letJ = |cU]|,L =Ly,and R = Ry;
while L < R —1do

m=|(L+ R)/2|;
if F(x,,) <U then L = melse R = m;
return xg.

These search methods are also useful for piecewise-linear (or piecewise-
polynomial) distribution functions. Essentially, it suffices to add an interpolation
step at the end of the algorithm, after the appropriate linear (or polynomial) piece
has been determined (Bratley et al. 1987).

Finally, the stochastic model itself can sometimes be selected in a way that
makes inversion easier. For example, one can fit a parametric, highly-flexible, and
easily computable inverse distribution function F ! to the data, directly or indirectly
(Nelson and Yamnitsky 1998).

There are situations where speed is important and where non-inversion methods
are appropriate. In forthcoming subsections, we outline the main non-inversion
methods.

3.8.2 The Alias Method

Sequential and binary search require O(k) and O(logk) time, respectively, in
the worst case, to generate a random variate X by inversion over the finite set
{x1, ..., x¢}. The alias method (Walker 1977) can generate such a X in O(1) time
per variate, after a table setup that takes O (k) time and space. On the other hand, it
does not implement inversion, i.e., the transformation from U to X is not monotone.

To explain the idea, consider a bar diagram of the distribution, where each index
i has a bar of height p; = P[X = x;]. The idea is to “equalize” the bars so that they
all have height 1/k, by cutting-off bar pieces and transferring them to other bars.
This is done in a way that in the new diagram, each bar i contains one piece of size g;
(say) from the original bar i and one piece of size 1/k — g; from another bar whose
index j, denoted A(i), is called the alias value of i. The setup procedure initializes
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two tables, A and R, where A(7) is the alias value of i and R(i) = (i — 1)/k + q;.
See Devroye (1986) and Law and Kelton (2000) for the details. To generate X, we
generate U ~ U|0, 1], define I = [kU]7, and return X = x; if U < R(/) and
X = x4(1) otherwise.

There is a version of the alias method for continuous distributions, called
the acceptance-complement method (Devroye 1986; Gentle 2003; Kronmal and
Peterson 1984). The idea is to decompose the density f of the target distribution
as the convex combination of two densities f; and f>, f = wfi + (1 —w) f, for
some real number w € (0, 1), in a way that w f; < g for some other density g and so
that it is easy to generate from g and f,. The algorithm works as follows: Generate
X from density g and U ~ U(0,1); if Ug(X) < wfi(Y) return X, otherwise
generate a new X from density f; and return it.

3.8.3 Kernel Density Estimation and Generation

Instead of selecting a parametric distribution that is hard to invert and estimating
the parameters, one can estimate the density via a kernel density estimation method
for which random variate generation is very easy (Devroye 1986; Hérmann et al.
2004). In the case of a Gaussian kernel, for example, on can generate variates simply
by selecting one observation at random from the data and adding random noise
generated form a normal distribution with mean zero. However, this method is not
equivalent to inversion. Because of the added noise, selecting a larger observation
does not necessarily guarantee a larger value for the generated variate.

3.8.4 The Rejection Method

Suppose we want to generate X from a complicated density f. In fact f may be

known only up to a multiplicative constant x > 0, i.e., we know only « 1. If we know

f, we may just take k = 1. We select another density r such that « f(x) < #(x) &

ar(x) for all x for some constant a, and such that generating variates ¥ from the
density r is easy. The function ¢ is called a hat function or majorizing function. By
integrating this inequality with respect to x on both sides, we find that k < a. The
following rejection method generates X with density f (Devroye 1986; Evans and
Swartz 2000; von Neumann 1951):

Rejection method,;
repeat
generate Y from the density r and U ~ U(0, 1), independent;
until Ut (Y) <k f(Y);
return X =Y.

The number R of turns into the “repeat” loop is one plus a geometric random
variable with parameter «/a, so E[R] = a/«. Thus, we want a/k > 1 to be as
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small as possible, i.e., we want to minimize the area between « f and ¢. There is
generally a compromise between bringing a/k close to 1 and keeping r simple.

When « f is expensive to compute, we can also use squeeze functions ¢ and g,
that are faster to evaluate and such that ¢, (x) < xf(x) < ¢2(x) < t(x) for all x. To
verify the condition Ut (Y) < «f(Y), we first check if Ut(Y) < q(Y), in which
case we accept ¥ immediately, otherwise we check if Ut(Y) > ¢»(Y), in which
case we reject Y immediately. The value of « f(Y') must be computed only when
Ut(Y) falls between the two squeezes. Sequences of embedded squeezes can also
be used, where the primary ones are the least expensive to compute, the secondary
ones are a little more expensive but closer to « f, etc.

It is common practice to transform the density f by a smooth increasing function
T (e.g., T(x) = logx or T(x) = —x~'/?) selected so that it is easier to construct
good hat and squeeze functions (often piecewise linear) for the transformed density
T(f(-)). By transforming back to the original scale, we get hat and squeeze
functions for f. This is the transformed density rejection method, which has several
variants and extensions (Devroye 1986; Evans and Swartz 2000; Hormann et al.
2004).

The rejection method works for discrete distributions as well; it suffices to
replace densities by probability mass functions.

3.8.5 Thinning for Point Processes with Time-Varying Rates

Thinning is a cousin of acceptance-rejection, often used for generating events from a
non-homogeneous Poisson process. Suppose the process has rate A(¢) at time ¢, with
A(t) < A for all 7, where A is a finite constant. One can generate Poisson pseudo-
arrivals at constant rate A by generating interarrival times that are i.i.d. exponentials
of mean 1/A. Then, a pseudo-arrival at time ¢ is accepted (becomes an arrival) with
probability A(z)/A (i.e., if U < A(¢)/A, where U is an independent U [0, 1]), and
rejected with probability 1 — A(7)/A. Non-homogeneous Poisson processes can also
be generated by inversion (Bratley et al. 1987). The idea is to apply a nonlinear
transformation to the time scale to make the process homogeneous with rate 1 in the
new time scale. Arrival times are generated in this new time scale (which is easy),
and then transformed back to the original time scale. The method can be adapted to
other types of point processes with time-varying rates.

3.8.6 The Ratio-of-Uniforms Method

If f is a density over the real-line, k an arbitrary positive constant, and the pair
(U, V) has the uniform distribution over the set

C= {(u, v) € R? such that 0 < u < ,/Kf(v/u)} ,
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then V/U has density f (Devroye 1986; Gentle 2003; Kinderman and Monahan
1977). This interesting property can be exploited to generate X with density f:
generate (U, V') uniformly over C and return X = V/U. This is the ratio-of-
uniforms method. The key issue is how do we generate a point uniformly over C. In
the cases where this can be done efficiently, we immediately have an efficient way
of generating X .

The most frequent approach for generating (U, V) uniformly over C is the
rejection method: Define a region C, that contains C and in which it is easy to
generate a point uniformly (for example, a rectangular box or a polygonal region).
To generate X, repeat: generate (U, V') uniformly over C,, until it belongs to C. Then
return X = V/U. If there is another region C; contained in C and for which it is
very fast to check if a point (U, V) is in Cy, this C; can also be used as a squeeze
to accelerate the verification that the point belongs to C. Several special cases and
refinements are described in Devroye (1986), Gentle (2003), Leydold (2000), and
other references given there.

3.8.7 Composition and Convolution

Suppose F is a convex combination of several distributions, i.e., F(x) =
Zj p; Fj(x), or more generally F(x) = [ F,(x)dH(y). To generate from F,
one can generate J = j with probability p; (or Y from H), then generate X from
F; (or Fy). This method, called the composition algorithm, is useful for generating
from compound distributions such as the hyperexponential or from compound
Poisson processes. It is also frequently used to design specialized algorithms for
generating from complicated densities. The idea is to partition the area under the
complicated density into pieces, where piece j has surface p;. To generate X,
first select a piece (choose piece j with probability p;), then draw a random point
uniformly over that piece and project it to the horizontal axis. If the partition is
defined so that it is fast and easy to generate from the large pieces, then X will
be returned very quickly most of the time. The rejection method with a squeeze is
often used to generate from some of the pieces.

A dual method to composition is the convolution method, which can be used
when X = Y, + Y, 4+ .-+ + Y,, where the Y;’s are independent with specified
distributions. With this method, one just generates the Y;’s and sum up. This requires
at least n uniforms. Examples of random variables that can be expressed as sums like
this include the hypoexponential, Erlang, and binomial distributions.

3.8.8 Other Special Techniques

Specialized and sometimes very elegant techniques have been designed for com-
monly used distributions such as the Poisson distribution with small mean, the
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normal (e.g., the Box-Muller and the polar methods), for generating points uni-
formly on a k-dimensional sphere, for generating random permutations, and so
on. Details can be found, e.g., in Bratley et al. (1987), Cheng (1998), Devroye
(1986), Fishman (1996), Gentle (2003). Many of those methods are based on a
clever multivariate change of variables, defined so that the random variates or
random vectors in the new coordinates are much easier to generate. In the Box-
Muller and Polar methods, for example, a pair of independent standard normals
is generated in polar coordinates, and then transformed back into rectangular
coordinates.

Recently, there has been an effort in developing automatic or black box algo-
rithms for generating variates from an arbitrary (known) density, and reliable
software that implements these methods (Hormann and Leydold 2000; Hormann
et al. 2004; Leydold 2009).

3.8.9 Multivariate Distributions

Inversion does not directly apply to generate a d-dimensional random vector X =
(X1,...,Xq )T, because the inverse of its distribution function is not well defined. In
some cases, one can generate the first coordinate X; by inversion from its marginal
distribution, then generate X, by inversion from its marginal distribution conditional
on X, then generate X3 by inversion from its marginal distribution conditional on
(X1, X»), and so on. But this is not always possible and convenient.

Simple and elegant methods are available for certain classes of distributions. For
example, if X has a multinormal distribution with mean vector ; and covariance
matrix X, then one can decompose ¥ = AAT for some matrix A, generate a vector
Z of d independent standard normal random variable (with mean 0 and variance 1),
usually by inversion, and return X = o + AZ. One way to decompose X' is via the
Cholesky decomposition, for which A is lower triangular, but there are many other
possibilities, including the eigendecomposition as in principal component analysis.
The choice of decomposition can have a large impact on the variance reduction in
the context of randomized quasi-Monte Carlo integration, by concentrating more of
the variance on the first few uniform random numbers that are generated L’Ecuyer
(2009).

Multivariate normals are often used to generate vectors from other distributions.
For example, to generate a random point on a d-dimensional sphere of radius r
centered at zero, one can generate a vector Z of independent standard normals
(this amounts to generating a random direction), then normalize its length to r.
More generally, by putting X = RZ/||Z| where R has an arbitrary distribution
over (0,00), one generates a vector with a radially symmetric distribution. As a
special case, if R has the Student distribution, X is multivariate Student. As a further
generalization, let X = u + RAZ/|Z|| where Z is multinormal in k dimensions
and A is a d x k matrix. This X has an elliptic multivariate distribution.
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A richer class of multivariate distributions are defined via copula methods
(Asmussen and Glynn 2007; Hormann et al. 2004; Nelsen 1999). Start with
an arbitrary d-dimensional distribution function G with continuous marginals
Gj, generate Y = (Y1,..., Ya;)T from G, and let U = (Uy,...,U;) =
(G1(Y1),...,Gq(Yyq))T. These U ; have the uniform distribution over (0, 1), but
they are not independent in general. The distribution function of U is the copula
associated with G and it specifies the dependence structure of the vector U. In
fact, any multivariate distribution function over (0, 1)¢ with uniform marginals is
a copula. To generate X = (X),...,Xy)" with arbitrary marginal distribution
functions F; and dependence structure specified by this copula, put X; = F j_l ;)
for each j. A popular choice for G is the multinormal distribution with standard
normal marginals; then Y and U are easy to generate, and one can select the
correlation matrix of Y to approximate a target correlation (or rank correlation)
matrix for X. It can usually match the correlations pretty well. But to approximate
the whole dependence structure in general, a much richer variety of copulas is
required (Asmussen and Glynn 2007; Hormann et al. 2004; Nelsen 1999).

The rejection method extends easily to the multivariate case. For a target
d-dimensional density f known up to the multiplicative constant «, pick a d-
dimensional density r such that k f(x) < ar(x) for all x and some constant a,
and such that sampling random vectors Y from r is easy. To generate X with
density f, generate Y from r and U uniform over (0, 1) independent of Y, until
Uar(Y) < «f(Y),and return X = Y.

There are many situations where one wishes to generate random vectors X from
quite complicated distributions and no efficient method is available to do it exactly.
One very important approach that often permit one to generate X approximately
from the target distribution is the Markov chain Monte Carlo (MCMC) method. In
a nutshell, it constructs an artificial Markov chain whose steady-state distribution
is the target distribution of X, and runs the Markov chain for a large number of
steps, until it is deemed sufficiently close to steady-state. Then the state of the
chain has a distribution close to the target one. MCMC is covered elsewhere in this
handbook.
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Chapter 4
Markov Chain Monte Carlo Technology

Siddhartha Chib

4.1 Introduction

In the past fifteen years computational statistics has been enriched by a powerful,
somewhat abstract method of generating variates from a target probability distribu-
tion that is based on Markov chains whose stationary distribution is the probability
distribution of interest. This class of methods, popularly referred to as Markov chain
Monte Carlo methods, or simply MCMC methods, have been influential in the
modern practice of Bayesian statistics where these methods are used to summarize
the posterior distributions that arise in the context of the Bayesian prior-posterior
analysis (Besag et al. 1995; Chib and Greenberg 1995; Gelfand and Smith 1990;
Smith and Roberts 1993; Tanner and Wong 1987; Tierney 1994, 1996; Carlin and
Louis 2000; Chen et al. 2000; Chib 2001; Congdon 2001; Gammerman 1997;
Gelman et al. 2003; Gilks et al. 1996; Liu 2001; Robert 2001; Robert and Casella
1999; Tanner 1996). MCMC methods have proved useful in practically all aspects
of Bayesian inference, for example, in the context of prediction problems and in
the computation of quantities, such as the marginal likelihood, that are used for
comparing competing Bayesian models.

A central reason for the widespread interest in MCMC methods is that these
methods are extremely general and versatile and can be used to sample univariate
and multivariate distributions when other methods (for example classical methods
that produce independent and identically distributed draws) either fail or are difficult
to implement. The fact that MCMC methods produce dependent draws causes no
substantive complications in summarizing the target distribution. For example, if
(. ¢} are draws from a (say continuous) target distribution 77 (¥ ), where
¥ € R, then the expectation of 4 (¥) under 7 can be estimated by the average
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M

M7 " h(yY)) (4.1)
j=1
as in the case of random samples, because suitable laws of large numbers for Markov
chains can be used to show that

M

M) > [ e
Jj=1 Rd

as the simulation sample size M becomes large.

Another reason for the interest in MCMC methods is that, somewhat surprisingly,
it is rather straightforward to construct one or more Markov chains whose limiting
invariant distribution is the desired target distribution. One way to construct the
appropriate Markov chain is by a method called the Metropolis method which
was introduced by Metropolis et al. (1953) in connection with work related to the
hydrogen bomb project. In this method, the Markov chain simulation is constructed
by a recursive two step process. Given the current iterate ¥ /), a proposal value ¥ is
drawn from a distribution ¢ (¥ /), -), such that ¥ is symmetrically distributed about
the current value ¥ /). In the second step, this proposal value is accepted as the next
iterate ¥ T of the Markov chain with probability

D 9’} = mi PN
a () y) —mln{I, n(r//(f))}
If the proposal value is rejected, then ¥+ is taken to be the current value.
The method is simple to implement, even in multivariate settings, and was widely
used by physicists in computational statistical mechanics and quantum field theory
to sample the coordinates of a point in phase space. In those settings, and in
subsequent statistical problems, it is helpful that the method can be implemented
without knowledge of the normalizing constant of & since that constant cancels in
the determination of the probability a(y /), ¥').

The requirement that the proposal distribution be symmetric about the current
value was relaxed by Hastings (1970). The resulting method, commonly called the
Metropolis—Hastings (M—H) method, relies on the same two steps of the Metropolis
method except that the probability of move is given by

) q(.¥Y)
T (,/,(j)) q (./,(j), ,/,/)

o (1/r(j), ¥’) =min{ 1,

which clearly reduces to the Metropolis probability of move when the proposal
distribution is symmetric in its arguments. Starting with an arbitrary value ¥ (© in
the support of the target distributions, iterations of this two step process produce the
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(correlated) sequence of values

O g O y@

Typically, a certain number of values (say ng) at the start of this sequence are
discarded and the subsequent (say) M values are used as variates from the target
distribution.

In applications when the dimension of ¥ is large it may be preferable to construct
the Markov chain simulation by first grouping the variables ¥ into smaller blocks.
For simplicity suppose that two blocks are adequate and that ¥ is written as
(Y1, ¥2), with ¢ € 24 C M9 . In that case, the M—H chain can be constructed
by:

e Updating ¥ given ( (1j ) ;j )) to produce 1//(1j ) and then
* Updating ¥, given (1//(1j+1), 1//2”) to produce ]/,(2j+1),

which completes one cycle through two sub-moves. Chib and Greenberg (1995) who
emphasized and highlighted such M—H chains have referred to them as multiple-
block M-H algorithms.

Despite the long vintage of the M—H method, the contemporary interest in
MCMC methods was sparked by work on a related MCMC method, the Gibbs
sampling algorithm. The Gibbs sampling algorithm is one of the simplest Markov
chain Monte Carlo algorithms and has its origins in the work of Besag (1974)
on spatial lattice systems, Geman and Geman (1984) on the problem of image
processing, and Tanner and Wong (1987) on missing data problems. The paper by
Gelfand and Smith (1990) helped to demonstrate the value of the Gibbs algorithm
for a range of problems in Bayesian analysis. In the Gibbs sampling method, the
Markov chain is constructed by simulating the conditional distributions that are
implied by 7 (¥). In particular, if ¥ is split into two components ¥; and ¥,
then the Gibbs method proceeds through the recursive sampling of the conditional
distributions 7 (¥ 1 |¥2) and 7 (¥,|¥ 1), where the most recent value of ¥, is used in
the first simulation and the most recent value of ¥ in the second simulation. This
method is most simple to implement when each conditional distribution is a known
distribution that is easy to sample. As we show below, the Gibbs sampling method
is a special case of the multiple block M—H algorithm.

4.1.1 Organization

The rest of the chapter is organized as follows. In Sect.4.2 we summarize the
relevant Markov chain theory that justifies simulation by MCMC methods. In
particular, we provide the conditions under which discrete-time and continuous state
space Markov chains satisfy a law of large numbers and a central limit theorem. The
M-H algorithm is discussed in Sect. 4.3 followed by the Gibbs sampling algorithm
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in Sect.4.4. Section 4.5 deals with MCMC methods with latent variables and
Sect. 4.6 with ways of estimating the marginal densities based on the MCMC output.
Issues related to sampler performance are considered in Sect. 4.7 and strategies for
improving the mixing of the Markov chains in Sect. 4.8. Section 4.9 concludes with
brief comments about new and emerging directions in MCMC methods.

4.2 Markov Chains

Markov chain Monte Carlo is a method to sample a given multivariate distribu-
tion 7* by constructing a suitable Markov chain with the property that its limiting,
invariant distribution, is the target distribution 7*. In most problems of interest,
the distribution 7* is absolutely continuous and, as a result, the theory of MCMC
methods is based on that of Markov chains on continuous state spaces outlined, for
example, in Nummelin (1984) and Meyn and Tweedie (1993). Tierney (1994) is the
fundamental reference for drawing the connections between this elaborate Markov
chain theory and MCMC methods. Basically, the goal of the analysis is to specify
conditions under which the constructed Markov chain converges to the invariant
distribution, and conditions under which sample path averages based on the output
of the Markov chain satisfy a law of large numbers and a central limit theorem.

4.2.1 Definitions and Results

A Markov chain is a collection of random variables (or vectors) @ = {®; :i € T}
where T = {0, 1, 2, ...}. The evolution of the Markov chain on a space 2 C N7 is
governed by the transition kernel

P(x,A)EPI‘(¢,'+1 EA|¢,‘ :x,¢j,j <i)
=PI'(¢,'+1€A|¢Z‘=X), XEQ, ACQ,

where the second line embodies the Markov property that the distribution of each
succeeding state in the sequence, given the current and the past states, depends only
on the current state.

Generally, the transition kernel in Markov chain simulations has both a continu-
ous and discrete component. For some function p(x, y) : 2 x 2 — R+, the kernel
can be expressed as

P(x,dy) = p(x,y)dy +r(x)s(dy), (4.2)

where p(x,x) = 0, 6,(dy) = 1if x € dy and 0O otherwise, r(x) = 1 —
f o P(x,y)dy. This transition kernel specifies that transitions from x to y occur
according to p(x, y) and transitions from x to x occur with probability r(x).



4 Markov Chain Monte Carlo Technology 77

The transition kernel is thus the distribution of @; | given that #; = x. The nth
step ahead transition kernel is given by

PO (x, ) =/P(x,dy)P<"—1>(y,A>,
2

where P (x,dy) = P(x,dy) and

P(x,A) :/P(x,dy). 4.3)
A

The goal is to find conditions under which the nth iterate of the transition kernel
converges to the invariant distribution 7* as n — co. The invariant distribution is
one that satisfies

7*(dy) = / P(x,dy)n(x)dx , (4.4)
7]

where 7 is the density of 7* with respect to the Lebesgue measure. The invariance
condition states that if @; is distributed according to 7™, then all subsequent
elements of the chain are also distributed as 7 *. Markov chain samplers are invariant
by construction and therefore the existence of the invariant distribution does not
have to be checked.

A Markov chain is reversible if the function p(x, y) in (4.2) satisfies

f@)px,y)= f(y)p(y.x). (4.5)

for a density f(-). If this condition holds, it can be shown that f(-) = 7 (-) and has
* as an invariant distribution (Tierney 1994). To verify this we evaluate the right
hand side of (4.4):

/P(x,A)n(x)dx :/{/p(x,y)dy} w(x)dx —i—/r(x)r?x(A)n(x)dx
A

=/;{/p(x,y)7r(x)dx} dy+/;r(x)ﬂ(x)dx

:A{/p(y,x)n(y)dx} dy+/Ar(x)7T(x)dx

- / (= r(y)r(y)dy + / Fe)m(x) dx
A A

_ /;n(y)dy . (4.6)
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A minimal requirement on the Markov chain for it to satisfy a law of large
numbers is the requirement of 7 *-irreducibility. This means that the chain is able
to visit all sets with positive probability under 7* from any starting point in 2.
Formally, a Markov chain is said to be 7 *-irreducible if for every x € £2,

7*(A4) > 0= P(®; € A|®y=1x)>0

for some i > 1. If the space £2 is connected and the function p(x, y) is positive
and continuous, then the Markov chain with transition kernel given by (4.3) and
invariant distribution 7* is 7 *-irreducible.

Another important property of a chain is aperiodicity, which ensures that the
chain does not cycle through a finite number of sets. A Markov chain is aperiodic
if there exists no partition of £ = (Do, Dy,..., D ,—1) for some p > 2 such that
P(¢l € Dimod(p)|¢0 (S} Do) = 1foralli.

These definitions allow us to state the following results from Tierney (1994)
which form the basis for Markov chain Monte Carlo methods. The first of these
results gives conditions under which a strong law of large numbers holds and the
second gives conditions under which the probability density of the M th iterate of
the Markov chain converges to its unique, invariant density.

Theorem 1. Suppose {®;} is a w*-irreducible Markov chain with transition kernel
P(-,-) and invariant distribution *, then 7* is the unique invariant distribution of
P(-,-) and for all 7*-integrable real-valued functions h,

1 M
MZh(q)i) - /h(x)n(x)dx as M — o0, a.s.

i=1

Theorem 2. Suppose {®;} is a w*-irreducible, aperiodic Markov chain with
transition kernel P(-,-) and invariant distribution 7*. Then for m*-almost every
x € 82, and all sets A

| PM(x,A)—7a*(A) |- 0 as M — oo,

where || - || denotes the total variation distance.

A further strengthening of the conditions is required to obtain a central limit
theorem for sample-path averages. A key requirement is that of an ergodic chain,
i.e., chains that are irreducible, aperiodic and positive Harris-recurrent (for a def-
inition of the latter, see Tierney (1994)). In addition, one needs the notion of
geometric ergodicity. An ergodic Markov chain with invariant distribution 7* is
a geometrically ergodic if there exists a non-negative real-valued function (bounded
in expectation under 77*) and a positive constant r < 1 such that

I PY(x, 4) =" (A) ||= Clx)r"



4 Markov Chain Monte Carlo Technology 79

for all x and all n and sets A. Chan and Ledolter (1995) show that if the Markov
chain is ergodic, has invariant distribution 7*, and is geometrically ergodic, then
for all L? measurable functions &, taken to be scalar-valued for simplicity, and any
initial distribution, the distribution of ~/M (}; u — Eh) converges weakly to a normal
distribution with mean zero and variance 013 > (0, where

. 1 M
hy = MZh(¢i)

i=1

Eh = /h(q))n(q))dq)
and -
o = Varh(®@g) + 2 Cov [{h(®). h(P1)}] . (4.7)
k=1

4.2.2 Computation of Numerical Accuracy
and Inefficiency Factor

The square root of o,f is the numerical standard error of /1 um - To describe estimators
of o,f that are consistent in M, let Z; = h(®;) (i < M). Then, due to the fact that
{Z;} is a dependent sequence

Var (EM) - M—ZijcOv (Z;. Z)
J»

M
— 2Ar2
="M ) pyj
jk=1

M S
1+22(1—M)ps} :
s=1

where s? is the sample variance of {Z;} and p, is the estimated autocorrelation
at lag s (see Ripley 1987, Chap. 6). If p; > 0 for each s, then this variance is
larger than s?/ M which is the variance under independence. Another estimate of
the variance can be found by consistently estimating the spectral density f of {Z;}
at frequency zero and using the fact that Var (hy) = 2/ M, where t> = 27 £(0).
Finally, a traditional approach to finding the variance is by the method of batch
means. In this approach, the data (Z, ..., Z),) is divided into k batches of length
m withmeans B; = m~! [Zi-1ym+1+-..+Z;y] and the variance of};M estimated as

— SZM—I
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. 1 k _
Var (/’ZM> = m Z (B, — B) s (48)

i=l1

where the batch size m is chosen to ensure that the first order serial correlation of
the batch means is less than 0.05.

Given the numerical variance it is common to calculate the inefficiency factor,
which is also called the autocorrelation time, defined as

Var (}; M)
Krn = —— 2 4.9
h s2 / M )
This quantity is interpreted as the ratio of the numerical variance of h M to the
variance of /1, based on independent draws, and its inverse is the relative numerical
efficiency defined in Geweke (1992). Because independence sampling produces an
autocorrelation time that is theoretically equal to one and Markov chain sampling
produces autocorrelation times that are bigger than one, the inefficiency factor
serves to quantify the relative efficiency loss in the computation of Ay, from
correlated versus independent samples.

4.3 Metropolis—Hastings Algorithm

This powerful algorithm provides a general approach for producing a correlated
sequence of draws from the target density that may be difficult to sample by
a classical independence method. The goal is to simulate the d-dimensional
distribution 7*(¢), ¥ € ¥ C R that has density (¥) with respect to some
dominating measure. To define the algorithm, let ¢(¥, ¥’) denote a source density
for a candidate draw ¥’ given the current value v in the sampled sequence. The
density g (¥, ¥') is referred to as the proposal or candidate generating density. Then,
the M-H algorithm is defined by two steps: a first step in which a proposal value is
drawn from the candidate generating density and a second step in which the proposal
value is accepted as the next iterate in the Markov chain according to the probability

a(y,¥’), where

(Y )q' ¥) _ / |
m[m’l} if 7). ¥)>0;

1 otherwise .

a(y.y) = (4.10)

If the proposal value is rejected, then the next sampled value is taken to be the
current value. In algorithmic form, the simulated values are obtained by the
following recursive procedure.
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Algorithm 1 Metropolis—Hastings

1. Specify an initial value ¥ ©:
2. Repeatfor j = 1,2,..., M.

(a) Propose
v~ g ()
(b) Let
PUtH = ¥ it Unif(0,) <a(yV,y) ;

¥ ) otherwise .

3. Return the values {y ", @, ..., Yy

Typically, a certain number of values (say 7o) at the start of this sequence
are discarded after which the chain is assumed to have converged to it invariant
distribution and the subsequent draws are taken as approximate variates from 7.
Because theoretical calculation of the burn-in is not easy it is important that the
proposal density is chosen to ensure that the chain makes large moves through
the support of the invariant distribution without staying at one place for many
iterations. Generally, the empirical behavior of the M—H output is monitored by
the autocorrelation time of each component of ¥ and by the acceptance rate, which
is the proportion of times a move is made as the sampling proceeds.

One should observe that the target density appears as a ratio in the probability
a(¥, ¥’) and therefore the algorithm can be implemented without knowledge of
the normalizing constant of 7 (-). Furthermore, if the candidate-generating density
is symmetric, i.e. ¢(¥,¥’) = q(¥’, ¥), the acceptance probability only contains
the ratio = (¥') /7 (¥); hence, if 7 (¥') > 7 (¥), the chain moves to ¥’, otherwise it
moves with probability given by 7 (¥’) /7 (¥). The latter is the algorithm originally
proposed by Metropolis et al. (1953). This version of the algorithm is illustrated in
Fig.4.1.

Different proposal densities give rise to specific versions of the M—H algorithm,
each with the correct invariant distribution 7. One family of candidate-generating
densities is given by g(¢,¥’) = q(¥’ — ¥). The candidate ¥’ is thus drawn
according to the process ¥’ = ¥ + z, where z follows the distribution ¢. Since
the candidate is equal to the current value plus noise, this case is called a random
walk M—H chain. Possible choices for ¢ include the multivariate normal density and
the multivariate-¢. The random walk M—H chain is perhaps the simplest version of
the M-H algorithm (and was the one used by Metropolis et al. 1953) and popular
in applications. One has to be careful, however, in setting the variance of z; if it
is too large it is possible that the chain may remain stuck at a particular value
for many iterations while if it is too small the chain will tend to make small
moves and move inefficiently through the support of the target distribution. In
both cases the generated draws that will be highly serially correlated. Note that
when ¢ is symmetric, ¢(z) = ¢(—z) and the probability of move only contains the
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Higher density proposal

T(y(+4)) Current point
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n(y(i))

m(y)
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/

m(y(*))

() (i) ()

Fig. 4.1 Original Metropolis algorithm: higher density proposal is accepted with probability one
and the lower density proposal with probability o

ratio w(Y') /7 (¥). As mentioned earlier, the same reduction occurs if g(¢, ¥') =
g’ ¥).

Hastings (1970) considers a second family of candidate-generating densities
that are given by the form ¢(¥,¥’) = ¢(y). Tierney (1994) refers to this as
an independence M—H chain because, in contrast to the random walk chain, the
candidates are drawn independently of the current location ¢. In this case, the
probability of move becomes

a(r/f,w/f’>=min{w("”) 1} :

w(y)

where w(¥) = (¥)/q(¥) is the ratio of the target and proposal densities. For this
method to work and not get stuck in the tails of r, it is important that the proposal
density have thicker tails than 7. A similar requirement is placed on the importance
sampling function in the method of importance sampling (Geweke 1989). In fact,
Mengersen and Tweedie (1996) show that if w(y) is uniformly bounded then the
resulting Markov chain is ergodic.

Chib and Greenberg (1994, 1995) discuss a way of formulating proposal densities
in the context of time series autoregressive-moving average models that has a bear-
ing on the choice of proposal density for the independence M—H chain. They suggest
matching the proposal density to the target at the mode by a multivariate normal or
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multivariate-¢ distribution with location given by the mode of the target and the
dispersion given by inverse of the Hessian evaluated at the mode. Specifically, the
parameters of the proposal density are taken to be

m = argmaxlog7(¢¥) and

-1
Ve %_azlogn(w)}
Y=

599 , 4.11)

v

where 7 is a tuning parameter that is adjusted to control the acceptance rate. The
proposal density is then specified as g(¢') = f(¥'|m,V), where f is some
multivariate density. This may be called a tailored M—H chain.

Another way to generate proposal values is through a Markov chain version of
the accept-reject method. In this version, due to Tierney (1994), and considered
in detail by Chib and Greenberg (1995), a pseudo accept-reject step is used to
generate candidates for an M—H algorithm. Suppose ¢ > 0 is a known constant
and h(¥) a source density. Let C = {¢ : 7 (¥) < ch(¥)} denote the set of
value for which ch(¢¥) dominates the target density and assume that this set has
high probability under 7*. Given ") = ¥, the next value ¥ "+ is obtained as
follows: First, a candidate value ¥’ is obtained, independent of the current value ¥,
by applying the accept-reject algorithm with ch(-) as the “pseudo dominating”
density. The candidates ¥’ that are produced under this scheme have density

q(¥') o< min{m(y¥’), ch(¥')}. If we let w(¥) = ¢ 'm(¥)/h(¥) then it can be
shown that the M—H probability of move is given by

1 if yeC
a(P. ¥ = 1/w¥) if y¢C, ¢y eC . (4.12)
min {w(¥")/w(¥), 1} if ¥ ¢C, ¢ ¢C

4.3.1 Convergence Results

In the M-H algorithm the transition kernel of the chain is given by
P(Y.dy") =q. ¥, ¥)dy +r)sy(dy’), (4.13)
where 8y (dy') = 1if ¥ € dy’ and 0 otherwise and

) = 1—/q(w,w’)a(w,v/)d¢’ .

2

Thus, transitions from ¥ to ¥’ (¥’ # ¥) are made according to the density
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pW.¥)=q@ V(. ¥). ¥ #Y’

while transitions from ¥ to ¥ occur with probability r(¢¥). In other words, the
density function implied by this transition kernel is of mixed type,

KW ¥") =q@ ). ¥) +r@)s @) (4.14)

having both a continuous and discrete component, where now, with change of
notation, 8y (¢’) is the Dirac delta function defined as §,(¢¥') = 0 for ¥’ # ¢
and [, 8y (¥)dy' = 1.

Chib and Greenberg (1995) provide a way to derive and interpret the probability
of move a (¥, ¥’). Consider the proposal density g (¢, ¥’). This proposal density ¢
is not likely to be reversible for m (if it were then we would be done and
M-H sampling would not be necessary). Without loss of generality, suppose that
a(P)q(¥,¥') > 7(¥)q(¥’, ¥) implying that the rate of transitions from ¥ to ¥’
exceed those in the reverse direction. To reduce the transitions from ¥ to ¥’ one
can introduce a function 0 < «a(¢,¥’) < 1 such that 7(Y)q (¥, ¥ (¥, ¥’) =
7 (¥)q(¥’, ¥). Solving for a (¢, ¥’) yields the probability of move in the M—H
algorithm. This calculation reveals the important point that the function p (¥, ¥') =
q(¥, ¥ (P, ¥') is reversible by construction, i.e., it satisfies the condition

q. Y e ) w() =g )@ P)r(Y) . (4.15)

It immediately follows, therefore, from the argument in (4.6) that the M—H kernel
has 7 (¥) as its invariant density.

It is not difficult to provide conditions under which the Markov chain generated
by the M—H algorithm satisfies the conditions of Propositions 1-2. The conditions of
Proposition 1 are satisfied by the M—H chain if ¢ (¥, ¥') is positive for (¥, ¥’) and
continuous and the set ¥ is connected. In addition, the conditions of Proposition 2
are satisfied if ¢ is not reversible (which is the usual situation) which leads to
a chain that is aperiodic. Conditions for ergodicity, required for use of the central
limit theorem, are satisfied if in addition 7 is bounded. Other similar conditions are
provided by Robert and Casella (1999).

4.3.2 Example

To illustrate the M—H algorithm, consider the binary response data in Table 4.1,
taken from Fahrmeir and Tutz (1997), on the occurrence or non-occurrence of
infection following birth by caesarean section. The response variable y is one if the
caesarean birth resulted in an infection, and zero if not. There are three covariates:
X1, an indicator of whether the caesarean was non-planned; x,, an indicator of
whether risk factors were present at the time of birth and x3, an indicator of whether
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Table 4.1 Caesarean infection data

Y (1/0) X X2 X3
11/87 1 1 1
1/17 0 1 1
0/2 0 0 |
23/3 1 1 0
28/30 0 1 0
0/9 1 0 0
8/32 0 0 0

antibiotics were given as a prophylaxis. The data in the table contains information
from 251 births. Under the column of the response, an entry such as 11/87 means
that there were 98 deliveries with covariates (1,1, 1) of whom 11 developed an
infection and 87 did not.

Suppose that the probability of infection for the ith birth (i < 251) is

Pr(y; = 1lx;. B) = @(x;B) . (4.16)
B ~ N4(0,51,), 4.17)
where x; = (1,Xx;1,Xi2,X;3)" is the covariate vector, B = (Bo.B1. B2, B3) is

the vector of unknown coefficients, @ is the cdf of the standard normal random
variable and 1 4 is the four-dimensional identity matrix. The target posterior density,
under the assumption that the outcomes y = (), y2, ..., ¥251) are conditionally
independent, is

251
w(Bly) B []o (x78)" (1-o (7B}

i=1

where () is the density of the N (0, 1014) distribution.

Random Walk Proposal Density
To define the proposal density, let

ﬁ = (—1.093022 0.607643 1.197543 —1.904739)"
be the MLE found using the Newton—Raphson algorithm and let

0.040745 —0.007038 —0.039399  0.004829
0.073101 —0.006940 —0.050162

0.062292 —0.016803

0.080788
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Table 4.2 Caesarean data: Prior-posterior summary based on 5000 draws (beyond a burn-in of
100 cycles) from the random-walk M—H algorithm

Prior Posterior
Mean Std dev Mean Std dev Lower Upper
Bo 0.000 3.162 —1.110 0.224 —1.553 —0.677
B 0.000 3.162 0.612 0.254 0.116 1.127
B2 0.000 3.162 1.198 0.263 0.689 1.725
B3 0.000 3.162 —1.901 0.275 —2.477 —1.354

be the symmetric matrix obtained by inverting the negative of the Hessian matrix
(the matrix of second derivatives) of the log-likelihood function evaluated at . Now
generate the proposal values by the random walk:

B = ﬂ(j_l) 4+ W)

eV ~ Ny4(0, V), (4.18)

which leads to the original Metropolis method. From a run of 5000 iterations of the
algorithm beyond a burn-in of a 100 iterations we get the prior-posterior summary
that is reported in Table 4.2, which contains the first two moments of the prior
and posterior and the 2.5th (lower) and 97.5th (upper) percentiles of the marginal
densities of .

As expected, both the first and second covariates increase the probability
of infection while the third covariate (the antibiotics prophylaxis) reduces the
probability of infection.

To get an idea of the form of the posterior density we plot in Fig.4.1 the
four marginal posterior densities. The density plots are obtained by smoothing the
histogram of the simulated values with a Gaussian kernel. In the same plot we also
report the autocorrelation functions (correlation against lag) for each of the sampled
parameter values. The autocorrelation plots provide information of the extent of
serial dependence in the sampled values. Here we see that the serial correlations
start out high but decline to almost zero by lag twenty.

Tailored Proposal Density

To see the difference in results, the M-H algorithm is next implemented with
a tailored proposal density. In this scheme one utilizes both 8 and V' that were
defined above. We let the proposal density be f7(B8|8,V,15), a multivariate-
density with fifteen degrees of freedom. This proposal density is similar to the
random-walk proposal except that the distribution is centered at the fixed point .
The prior-posterior summary based on 5,000 draws of the M—H algorithm with
this proposal density is given in Table 4.3. We see that the marginal posterior
moments are similar to those in Table 4.1. The marginal posterior densities are



4 Markov Chain Monte Carlo Technology 87

Table 4.3 Caesarean data: Prior-posterior summary based on 5,000 draws (beyond a burn-in of
100 cycles) from the tailored M—H algorithm

Prior Posterior
Mean Std dev Mean Std dev Lower Upper
Bo 0.000 3.162 —1.080 0.220 —1.526 —0.670
B 0.000 3.162 0.593 0.249 0.116 1.095
B2 0.000 3.162 1.181 0.254 0.680 1.694
B3 0.000 3.162 —1.889 0.266 —2.421 —1.385
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Fig. 4.2 Caesarean data with random-walk M—-H algorithm: Marginal posterior densities (top
panel) and autocorrelation plot (bottom panel)

reported in the top panel of Fig. 4.2. These are virtually identical to those computed
using the random-walk M-H algorithm. The most notable difference is in the
serial correlation plots which decline much more quickly to zero indicating that
the algorithm is mixing well. The same information is revealed by the inefficiency
factors which are much closer to one than those from the previous algorithm.

The message from this analysis is that the two proposal densities produce
similar results, with the differences appearing only in the autocorrelation plots (and
inefficiency factors) of the sampled draws (Fig. 4.3).
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Fig. 4.3 Caesarean data with tailored M—H algorithm: Marginal posterior densities (top panel)
and autocorrelation plot (bottom panel)

4.3.3 Multiple-Block M-H Algorithm

In applications when the dimension of ¥ is large, it can be difficult to construct
a single block M-H algorithm that converges rapidly to the target density. In such
cases, it is helpful to break up the variate space into smaller blocks and to then
construct a Markov chain with these smaller blocks. Suppose, for illustration, that
¥ is split into two vector blocks (¥, ¥,). For example, in a regression model, one
block may consist of the regression coefficients and the other block may consist of
the error variance. Next, for each block, let

QWL YY) T W YY) .

denote the corresponding proposal density. Here each proposal density gy is allowed
to depend on the data and the current value of the remaining block. Also define (by
analogy with the single-block case)

a(Yi 2D (¥, ¥ilY2)
EAUA BN AUS

(Y1, ¥¥2) = min] 1 (4.19)
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and

(LY )W, ¥alY)
"YW YY) )

as the probability of move for block ¥, (k = 1,2) conditioned on the other block.
The conditional densities

a(¥2. ¥hly. ¥1) = min 1

(4.20)

7(Y1l¥2) and 7w (Y2|¥1)

that appear in these functions are called the full conditional densities. By Bayes
theorem each is proportional to the joint density. For example,

(Y1) x7(¥1,¥2) ,

and, therefore, the probabilities of move in (4.19) and (4.20) can be expressed
equivalently in terms of the kernel of the joint posterior density 7 (¥ |, ¥») because
the normalizing constant of the full conditional density (the norming constant in the
latter expression) cancels in forming the ratio.

With these inputs, one sweep of the multiple-block M—H algorithm is completed
by updating each block, say sequentially in fixed order, using a M—H step with the
above probabilities of move, given the most current value of the other block.

Algorithm 2 Multiple-Block Metropolis—Hastings

1. Specify an initial value @ = (1#50), ;0)):
2. Repeatfor j = 1,2,...,n0 + M.

(a) Repeatfork =1,2

I. Propose a value for the kth block, conditioned on the previous value of kth block, and
the current value of the other block ¥ _:

Vi~ a (w7 )

II. Calculate the probability of move

7 (Wily—) g (Wi v 19 }

G=1 = mi
o ('/’k] Yily, W—k) - {1’ h ('/’/(cj_l)hﬁfk) qk ('/’/(cj_l)’ 'ﬁl/c"ﬁ*")

III. Update the kth block as

G v, with prob oy (w,(cjil), 1/’;/¢|'ﬁfk)
¥y = (=1 . _ G=1 ’
Uy withprob 1 —oy (¥ ¥V

3. Return the values {y oD ot gty
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The extension of this method to more than two blocks is straightforward.
The transition kernel of the resulting Markov chain is given by the product of
transition kernels

2
P(.dy') =[] P (¥x. d¥i|¥—) 4.21)
k=1

This transition kernel is not reversible, as can be easily checked, because under fixed
sequential updating of the blocks updating in the reverse order never occurs. The
multiple-block M—H algorithm, however, satisfies the weaker condition of invari-
ance. To show this, we utilize the fact that each sub-move satisfies local reversibility
(Chib and Jeliazkov 2001) and therefore the transition kernel P, (¥, d¥|¥>) has
”1*|2('|¢2) as its local invariant distribution with density nf‘lz('lwz), ie.,

widvlve) = [ PGy dy . @2

Similarly, the conditional transition kernel P,(¥,,d¥2|¥;) has 712*“(-|1//1) as
its invariant distribution, for a given value of ¥ ;. Then, the kernel formed by
multiplying the conditional kernels is invariant for 7 * (-, -):

// P W02 oo, d WS W)l 92 d o d
Z/Pz('ﬁz,dl”/ﬂl”/l) [/ Pl(l”l,d'ﬁWz)Huz('ﬁlhﬁz)dVM} 1w (Y2) d¥s

- / P, W41 )Tl (AW [2) T2 (W2) d 2

7T2|1(¢2|¢/1)7Tfk(d¢/1)
72 (¥2)

= 7F(d¥) / Para. AW W) (Bal W) d s
=y (dy )y, (dy5|Y))
= (@Y. dy)) |

/ Py d ) () d s

where the third line follows from (4.22), the fourth from Bayes theorem, the sixth
from assumed invariance of P,, and the last from the law of total probability.

The implication of this result is that it allows us to take draws in succession from
each of the kernels, instead of having to run each to convergence for every value of
the conditioning variable.

Remark 1. Versions of either random-walk or tailored proposal densities can be
used in this algorithm, analogous to the single-block case. For example, Chib and
Greenberg (1995) determine the proposal densities g; by tailoring to w(¥x, ¥ —x)
in which case the proposal density is not fixed but varies across iterations. An
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important special case occurs if each proposal density is taken to be the full
conditional density of that block. Specifically, if we set

Q1 (W(lj_l)v '/’/1|1ﬁ2) =n(¥1¥2) .

and

a2 (W97 W) = 7@

then an interesting simplification occurs. The probability of move (for the first
block) becomes

w (wilwa) 7 (w7 )
7 (v l2) 7 (v 1v2)

o (w7 wily2) = min {1,

:17

and similarly for the second block, implying that if proposal values are drawn from
their full conditional densities then the proposal values are accepted with probability
one. This special case of the multiple-block M—H algorithm (in which each block
is proposed using its full conditional distribution) is called the Gibbs sampling
algorithm.

4.4 The Gibbs Sampling Algorithm

The Gibbs sampling algorithm is one of the simplest Markov chain Monte Carlo
algorithms. It was introduced by Geman and Geman (1984) in the context of image
processing and then discussed in the context of missing data problems by Tanner
and Wong (1987). The paper by Gelfand and Smith (1990) helped to demonstrate
the value of the Gibbs algorithm for a range of problems in Bayesian analysis.

4.4.1 The Algorithm

To define the Gibbs sampling algorithm, let the set of full conditional distributions
be

{”('ﬁlhﬁz»---,l/’p); 7T(¢2|¢17 '/,37"'710p); ---77[('#17'1#17"'710(2’—1)} .

Now one cycle of the Gibbs sampling algorithm is completed by simulating
{wk},f: , from these distributions, recursively refreshing the conditioning variables.
When d = 2 one obtains the two block Gibbs sampler that appears in Tanner and
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Wong (1987). The Gibbs sampler in which each block is revised in fixed order is
defined as follows.

Algorithm 3 Gibbs Sampling

I _ (O ).
1. Specify an initial value @ = (1/t1 R )
2. Repeatfor j = 1,2,..., M.

Generate ng_l) from 7 (1/11|1ﬁ;j), Vo wi,”)
Generate ngJrl) from 7 (1//2|1/t§j+1), ng) ..... (,,j))

Generate wﬁ!*” from 7 (¢p|1ﬁ(lj+l), c w(,fjl)).

3. Return the values {y, y @ ... y@®}.

It follows that the transition density of moving from wl(cj ) to 1//,9 BT given by
(+D G+ () j
w (Wl )

since when the kth block is reached, the previous (k — 1) blocks have been updated.
Thus, the transition density of the chain, under the maintained assumption that 7 is
absolutely continuous, is given by the product of transition kernels for each block:

V4
K@.¥) =[] (zpkmﬁf“’,..., ,(gj”,z//,?jl,...,wy) . (4.23)

k=1

To illustrate the manner in which the blocks are revised, we consider a two block
case, each with a single component, and trace out in Fig. 4.4 a possible trajectory of
the sampling algorithm. The contours in the plot represent the joint distribution of ¢
and the labels “(0)”, “(1)” etc., denote the simulated values. Note that one iteration
of the algorithm is completed after both components are revised. Also notice that
each component is revised along the direction of the coordinate axes. This feature
can be a source of problems if the two components are highly correlated because
then the contours get compressed and movements along the coordinate axes tend to
produce small moves. We return to this issue below.

4.4.2 Invariance of the Gibbs Markov Chain

The Gibbs transition kernel is invariant by construction. This is a consequence of the
fact that the Gibbs algorithm is a special case of the multiple-block M—H algorithm
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Fig. 4.4 Gibbs sampling algorithm in two dimensions starting from an initial point and then
completing three iterations

which is invariant, as was established in the last section. Invariance can also be
confirmed directly. Consider for simplicity a two block sampler with transition
kernel density

K. ¥') = a1 [¥2)x(F3]¥)) -

To check invariance we have to show that

/ KA w @1 ) d v d v
- / A (W) B )d Yrd

is equal to (¥, ¥). This holds because 7 (¥5|¥) comes out of the integral, and
the integral over ¥ and ¥, produces 7 (¢}). This calculation can be extended to
any number of blocks. It may be noted that the Gibbs Markov chain is not reversible.
Reversible Gibbs samplers are discussed by Liu et al. (1995).

4.4.3 Sufficient Conditions for Convergence

Under rather general conditions, the Markov chain generated by the Gibbs sampling
algorithm converges to the target density as the number of iterations become large.
Formally, if we let K(¥, ¥') represent the transition density of the Gibbs algorithm
and let K™ (¢, ¥') be the density of the draw ¥’ after M iterations given the
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starting value ¥, then
KM (v O 9) 7@ >0, as M —oo. (4.24)

Roberts and Smith (1994) (see also Chan 1993) have shown that the conditions of
Proposition 2 are satisfied under the following conditions: (1) 7 (¢) > 0 implies
there exists an open neighborhood Ny containing ¥ and € > 0 such that, for all
V¥ e Ny, n(y') = € > 0;(2) [ f(¥)dyy is locally bounded for all k, where ¥«
is the kth block of parameters; and (3) the support of ¥ is arc connected.

These conditions are satisfied in a wide range of problems.

4.4.4 Example: Simulating a Truncated Multivariate Normal

Consider the question of sampling a trivariate normal distribution truncated to the
positive orthant. In particular, suppose that the target distribution is

n(¥) = In (. 2) (¢ € A)

1
Pr(y € A)
o fy(p, Z)I(¥ € A)

where p = (0.5,1,1.5), X' is in equi-correlated form with units on the diagonal
and 0.7 on the off-diagonal, A = (0, 00) x (0, 00) x (0, 00) and Pr(¢y € A) is the
normalizing constant which is difficult to compute. In this case, the Gibbs sampler
is defined with the blocks V1, ¥, ¥3 and the full conditional distributions

(il ¥3) s w(@Walv, vs) s w(Ys|v, v) |

where each of the these full conditional distributions is univariate truncated normal
restricted to the interval (0, 00):

T (il i) o« fv (Vi + CLE L (ke — i) - T
—CLZ2,Ch) (Y € (0,00)) (4.25)

Cr =Cov¥i,¥—k), Xk = Var(Y—x) and p—r = E(¥—i). Figure 4.5 gives
the marginal distribution of each component of v from a Gibbs sampling run of
M = 10000 iterations with a burn-in of 100 cycles. The figures includes both
the histograms of the sampled values and the Rao—-Blackwellized estimates of the
marginal densities (see Sect. 4.6 below) based on the averaging of (4.25) over the
simulated values of ¥ _ . The agreement between the two density estimates is close.
In the bottom panel of Fig. 4.5 we plot the autocorrelation function of the sampled
draws. The rapid decline in the autocorrelations for higher lags indicates that the
sampler is mixing well.
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Fig. 4.5 Marginal distributions of i in truncated multivariate normal example (fop panel).
Histograms of the sampled values and Rao—Blackwellized estimates of the densities are shown.
Autocorrelation plots of the Gibbs MCMC chain are in the bottom panel. Graphs are based on
10,000 iterations following a burn-in of 500 cycles

4.5 MCMC Sampling with Latent Variables

In designing MCMC simulations, it is sometimes helpful to modify the target
distribution by introducing latent variables or auxiliary variables into the sampling.
This idea was called data augmentation by Tanner and Wong (1987) in the context
of missing data problems. Slice sampling, which we do not discuss in this chapter,
is a particular way of introducing auxiliary variables into the sampling, for example
see Damien et al. (1999).

To fix notations, suppose that z denotes a vector of latent variables and let
the modified target distribution be 7 (¥,z). If the latent variables are tactically
introduced, the conditional distribution of ¥ (or sub components of ¥) given z may
be easy to derive. Then, a multiple-block M—H simulation is conducted with the
blocks ¥ and z leading to the sample

('/,(,,0+1)’Z(n0+1)) L (w(no+M)’z(no+M)) ~n(¥,7),

where the draws on ¥, ignoring those on the latent data, are from 7 (¢ ), as required.
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To demonstrate this technique in action, we return to the probit regression
example discussed in Sect.4.3.2 to show how a MCMC sampler can be developed
with the help of latent variables. The approach, introduced by Albert and Chib
(1993), capitalizes on the simplifications afforded by introducing latent or auxiliary
data into the sampling.

The model is rewritten as

Zi|ﬂNN(x;ﬂsl)s
yi=I[Zi>O], lfn,

B ~ Ni(Bo, Bo) - (4.26)
This specification is equivalent to the probit regression model since
Pr(y; = l|x;, B) = Pr(z > Olx;, B) = @(x;B) .

Now the Albert—Chib algorithm proceeds with the sampling of the full conditional
distributions

ﬂlys{zi}; {Zi}lyvﬂs

where both these distributions are tractable (i.e., requiring no M—H steps). In
particular, the distribution of 8 conditioned on the latent data becomes independent
of the observed data and has the same form as in the Gaussian linear regression
model with the response data given by {z;} and is multivariate normal with mean
B = B(By'Bo+ Y.'_, xiz) and variance matrix B = (By' + >/_ x;x))7".
Next, the distribution of the latent data conditioned on the data and the parameters
factor into a set of n independent distributions with each depending on the data
through y;:

n
ily. B = [ailyi. B
i=1

where the distribution z;|y;, B is the normal distribution z;|B truncated by the
knowledge of y;; if y; = 0, then z; < 0 and if y; = 1, then z; > 0. Thus,
one samples z; from TN —00)(x/B.1) if y; = 0 and from TN (o) (x/B,1) if
yi = 1, where TN (4 (1, 0?) denotes the N (i1, 0%) distribution truncated to the
region (a, b).

The results, based on 5,000 MCMC draws beyond a burn-in of a 100 iterations,
are reported in Fig. 4.4. The results are close to those presented above, especially to
the ones from the tailored M—H chain (Fig. 4.6).

4.6 Estimation of Density Ordinates

‘We mention that if the full conditional densities are available, whether in the context
of the multiple-block M—H algorithm or that of the Gibbs sampler, then the MCMC
output can be used to estimate posterior marginal density functions (Gelfand and
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Fig. 4.6 Caesarean data with Albert—Chib algorithm: Marginal posterior densities (top panel) and
autocorrelation plot (bottom panel)
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Smith 1990; Tanner and Wong 1987). We exploit the fact that the marginal density
of ¥ at the point ¥ is

T(¥7) = / T —) T d P

where as before ¥_; = ¥\ ¥ . Provided the normalizing constant of 7 (1//7; |10_k)
is known, an estimate of the marginal density is available as an average of the full
conditional density over the simulated values of ¥ _j:

M
w =M Y 7 (viv?) .
j=1
Under the assumptions of Proposition 1,
M

M_IZJT(WZW(_Q) —-a(yr), as M —oo.

j=1
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Gelfand and Smith (1990) refer to this approach as Rao—Blackwellization because
of the connections with the Rao—Blackwell theorem in classical statistics. That
connection is more clearly seen in the context of estimating (say) the mean of ¥,
E(Yx) = [ Yrw(¥i)d ¥i. By the law of the iterated expectation,

E@Wi) = EXEWr|¥—x)}
and therefore the estimates ”
MYy
j=l1
and

M
MY E (welw)

j=1
both converge to E(¥x) as M — oo. Under iid sampling, and under Markov
sampling provided some conditions are satisfied — see Liu et al. (1994), Casella and
Robert (1996) and Robert and Casella (1999), it can be shown that the variance of
the latter estimate is smaller than that of the former. Thus, it can help to average
the conditional mean E (¢ |¥—x), if that were available, rather than average the
draws directly. Gelfand and Smith (1990) appeal to this analogy to argue that the
Rao-Blackwellized estimate of the density is preferable to that based on the method
of kernel smoothing. Chib (1995) extends the Rao—Blackwellization approach to
estimate reduced conditional ordinates defined as the density of ¥, conditioned on
one or more of the remaining blocks. Finally, Chen (1994) provides an importance
weighted estimate of the marginal density for cases where the conditional posterior
density does not have a known normalizing constant. Chen’s estimator is based on
the identity
T(Yr ¥—r)
(i, ¥—k)

where w(¥i|¥ ) is a completely known conditional density whose support is
equal to the support of the full conditional density 7 (¥|¥—i). In this form,
the normalizing constant of the full conditional density is not required and given
a sample of draws {y (V... ¢} from 7 (¢), a Monte Carlo estimate of the
marginal density is given by

A (¥]) = / WY ) T (A Y .

('/’k"/’(]))

Chen (1994) discusses the choice of the conditional density w. Since it depends on
¥k, the choice of w will vary from one sampled draw to the next.

M
AT =M™ Z m‘,/,m
j=1
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4.7 Sampler Performance and Diagnostics

In implementing a MCMC method it is important to assess the performance of the
sampling algorithm to determine the rate of mixing and the size of the burn-in, both
having implications for the number of iterations required to get reliable answers.
A large literature has emerged on these issues, for example, Robert (1995), Tanner
(1996, Sect.6.3), Cowles and Carlin (1996), Gammermann (1997, Sect.5.4) and
Robert and Casella (1999), but the ideas, although related in many ways, have not
coalesced into a single prescription.

One approach for determining sampler performance and the size of the burn-
in time is to employ analytical methods to the specified Markov chain, prior to
sampling. This approach is exemplified in the work of, for example, Polson (1996),
Roberts and Tweedie (1996) and Rosenthal (1995). Two factors have inhibited
the growth and application of these methods. The first is that the calculations are
difficult and problem-specific and, second, the upper bounds for the burn-in that
emerge from such calculations are usually conservative.

At this time the more popular approach is to utilize the sampled draws to
assess both the performance of the algorithm and its approach to the invariant
distribution. Several such relatively informal methods are available. Gelfand an